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ABSTRACT 

Threats, vulnerabilities, and new forms of attack within the cyber domain develop rapidly. 

To keep up with and respond to these trends, cyber security professionals must 

demonstrate reaction velocity, accuracy and a high tolerance for complexity. Publicly 

available information (PAI) can serve as an important aid to personnel engaged in cyber 

security analysis. However, evaluation of cyber analytical capacity—a pre-requisite for any 

measurement of quality or improvement—is still inchoate. This paper covers the concept 

and design of an initial phase of research begun in October 2018 in The Netherlands and 

expected to conclude by November 2019 to measure and improve cyber analysis techniques. 

The research program features a forecasting tournament to record participants’ 

probabilistic estimates on future cyber outcomes based exclusively on PAI knowledge 

acquisition. The forecasters’ predictions are scored using a proper scoring rule (Brier, 1950) 

in an effort to observe correlations between information gathering and analytical accuracy. 

Over the course of one year, Dutch public and private sector cyber security professionals 

receive training in forecasting and open source information extraction; are tasked with 

making predictions on 50 different events across ten cyber subject matter areas; and are 

evaluated on their predictive accuracy, calibration, news awareness and bias recognition 

skills. This phase of research seeks to address whether analysts’ predictions are more 

accurate in certain subjects within the cyber domain than in others and to assess how 

predictive accuracy in the cyber domain compares to accuracy in other domains in which 

forecasting tournaments have been organized.  

1.INTRODUCTION 

In the last decade, several research programs on longitudinal studies of crowd-based 

forecasting have sought to quantify individual and collective accuracy. In 2011, Intelligence 

Advanced Research Projects Activity (IARPA) began the four-year Aggregative Contingent 

Estimation (ACE) research program, which used forecasting tournaments to assess human 

predictive accuracy across a broad range of event types. Since then, similarly broad 

geopolitical and economic subject matter areas have featured in IARPA’s subsequent 

programs assessing both machine model forecasts (Open Source Indicators, or OSI) [IARPA, 

2012] and hybrid human-machine forecasts (Hybrid Forecasting Competition, HFC) 

[IARPA, 2016; Morstatter et al, 2019]. In the Netherlands in 2016, a geopolitical forecasting 

tournament featured in a cross-government ministry training program developed by an 

ACE and HFC research team member [Joseph, 2018]. The training program was used as 
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the basis for a more targeted, expertise-focused research program aimed at assessing cyber 

forecasting accuracy within a cohort of public and private sector cyber domain analysts and 

researchers in the Netherlands. Simultaneously, IARPA’s Cyber-attack Automated 

Unconventional Sensor Environment (CAUSE) research program was launched to test 

automated methods of detecting cyber-attacks earlier than existing methods [IARPA, 2015]; 

by contrast, the Dutch Cyber Forecasting Tournament (CFT)1, which launched in October 

2018 and will be concluded in November 2019, seeks to observe human-only predictions on 

attack incidents as well as other matters across the cyber domain. 

 

Automated predictive methods in the cyber domain have used machine models based on 

time series regressions [Werner, Yang & McConky, 2017; Stolze, 2018; Yang, 2019]; 

Generative Adversarial Networks (GAN) and Bayesian classifiers using open data sources 

like Hackmageddon, GDELT and Twitter [Okutan, Yang & McConky, 2017; Yang, 2019]; 

itemset mining and logic programming [Almukaynizi et al, 2018]; and natural language 

processing (NLP) techniques to scan web-based text sources [Perera et al, 2018]. However, 

the messy human domain origins of cyber incidents lack the stationarity machine models 

require for predictive accuracy. Solution preferences in defense and cyber security favor 

automation because of the need for scaling and speed. Consequently, potential accuracy 

advantages in human forecasting, like higher sensitivity to nuance and more agile 

information gathering and synthesis, may go overlooked given the privileged status of 

automated solutions.  

 

While automated methods show promise, it remains to be seen whether machine-based 

methods outperform the predictive accuracy of humans—whether they are cyber experts or 

random generalists—when forecasting in the cyber domain. Experiments in the broader 

domain of geopolitical forecasting [e.g. Mellers et al. 2014] have shown human accuracy 

outperforming that of time series models [Horowitz et al, 2015; Joseph, 2018], especially 

when elite forecasters are involved and targeted training has been provided [Mellers et al, 

2015; Joseph & Atanasov, 2019].  

 

Studies examining the effects of training have targeted structural knowledge that affects 

forecasting accuracy, like probability estimation and Bayesian reasoning [Chang et al, 

2015; Fischbein and Gazit, 1984; Fong et al, 1986; Mellers et al, 2014; Mellers et al, 2015]; 

other studies have analyzed the basic concepts of heuristics and cognitive biases 

[Kahneman and Tversky, 1973, 1979], and more recent studies tested specific interventions 

to mitigate biases and improve accuracy [Barbey and Sloman, 2007; Benson and Onkal, 

1992; Case et al, 1999; Chang et al, 2016; Flyvbjerg, 2008; Morewedge et al, 2017; Rhodes 

et al, 2017]. But can such metacognitive training improve predictive accuracy in a highly 

technical subject like cyber security where deep experience is considered a pre-requisite for 

accuracy? Is expertise in cyber more conducive to predictive accuracy than cultivation of 

forecasting skill?  Can trained cyber forecasters use PAI to achieve predictive accuracy at a 

similar performance level to that of elite forecasters in broader-based tournaments? And 

can we achieve more predictive granularity within the cyber domain by observing how 

forecasting questions in different cyber subject matter sub-categories resolve within a 

                                                             
1The Cyber Forecasting Tournament program was developed by Sibylink in cooperation with TNO, the Netherlands’ 

National Cyber Security Centre (NCSC), the Netherlands’ Ministry of Security and Justice and other Dutch public 

stakeholders. The views and conclusions contained herein are those of the authors and should not be interpreted as 

necessarily representing the official policies, either expressed or implied, of the government of the Netherlands. 
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tournament’s elapse? Our research aims to evaluate how well Dutch cyber experts 

internalize instruction in prediction techniques via their performance in a year-long cyber 

forecasting competition. We will compare their accuracy to performance data from other 

earlier forecasting studies, like ACE and HFC. We anticipate the tournament can also 

generate actionable information regarding comparative threat levels within cyber sub-

categories, which can be potentially harnessed for new analytical tools. Evaluating experts’ 

forecasting ability and their potential for improvements in accuracy is critical piece of the 

puzzle in judging how best to innovate in cyber security—whether automation of cyber 

forecasting should be prioritized over human capacity, the reverse, or if the best solution is 

a hybrid of both.  

2.METHODS 

The structure of the 12-month CFT program is based on that of an earlier program 

delivered for the Dutch Ministry of Foreign Affairs (BZ) [Joseph, 2018]. That program 

combined four one-day workshops with a forecasting tournament. The forecasting accuracy 

of participants is ranked by their Brier scores [Brier, 1950] on 50 Individual Forecasting 

Problems (IFPs) that make up the tournament. To maintain simplicity and expediency, all 

50 of the tournament IFPs are binary yes/no questions. The Brier score is the squared error 

of a probabilistic forecast and is used to describe its accuracy on a scale from 0 (perfect 

accuracy) to 2 (worst accuracy) with 0.5 as random chance. The score represents the 

distance between a forecast and the ground truth of a resolved question.  

Cyber experts from both public and private organizations in the Netherlands were recruited 

for the program through internal and external networks of the Netherlands’ National Cyber 

Security Centre (NCSC) and TNO. A recruitment video was produced featuring 

participants from the BZ tournament discussing their experience and the applied benefits 

of a forecasting training program and was disseminated, along with flyers, through NCSC 

and TNO channels. The call for participation extended to other relevant communities 

within the cyber domain, such as the Dutch Information Sharing and Analysis Centres 

(ISACs). A total of N=53 forecasters are in the program. Forecasters are expected to attend 

all four workshops and make predictions on all 50 IFPs in the tournament. 

2.1 Workshops 

Delivered once per quarter, each all-day workshop has a specific focus: Workshop 1 (‘How 

To Think Like A Superforecaster”) tests forecasters on their bias recognition skills, news 

awareness, and calibration while instructing them on forecasting techniques developed by 

an ACE program Superforecaster [Tetlock and Gardner, 2015; Joseph & Atanasov, 2019]; 

Workshop 2 features instruction on Open Source Intelligence (OSINT) techniques; 

Workshop 3 features presentations on innovations in cyber analysis; Workshop 4 concludes 

the program with a comprehensive post-mortem of the tournament’s results, as well as re-

tests of the cognitive bias recognition, news awareness and calibration tests to assess post-

program improvements. Each workshop has specific learning objectives, which include 

guiding participants towards higher media literacy and PAI information collation and 

retrieval; application of probabilistic theory and counterfactuals in estimating outcomes; 

and improved methodological rigor and calibration. In sum, the workshops are designed to 

enhance critical thinking and decision-making skills in a gamified play-learn pattern. 
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2.2 Forecasting Tournament 

The forecasting tournament lasts 12 months and begins at the conclusion of the first 

workshop on Day 1 of the program. The tournament began with 20 IFPs at launch on Day 

1; IFPs have been added regularly throughout the competition. The IFPs represent a mix of 

resolution lengths, including questions that last only a few days, a few weeks, a few months 

and the full year. The tournament is conducted on Sibylink’s proprietary platform, where 

participants can make their predictions, view visualizations of tournament statistics, and 

receive immediate feedback via a leaderboard. The leaderboard displays individual and 

collective median Brier scores (Brier, 1950) to measure forecasting accuracy on resolved 

IFPs, as well as tournament standings.  

2.2 Forecasting Tournament IFPs and Question Generation 

Success in forecasting programs is less dependent on the forecasts than on the questions 

asked. Tournament questions require a combination of irreducibly resolvable rigor, 

relevance to policy- and decision-makers, and sufficient prescience and diagnosticity. 

Generating superior tournament IFPs is a higher order form of forecasting, and thus a 

matter of critical importance in such a technical subject matter area as cyber. Our approach 

involved dividing the 50 questions across 10 sub-categories of cyber topics  or “clusters.” 

The five IFPs in each cluster should provide a wide-ranging view of that cluster’s direction 

(e.g. do resolved IFPs suggest activity in a cluster is increasing/decreasing, becoming 

more/less volatile, etc.). With extensive experience in forecasting tournament question 

generation, Sibylink led working sessions organized between NCSC and TNO to identify 

questions clusters and IFPs. The NCSC’s Cyber Security Radar product was used as a 

starting point to help develop tournament clusters: the Radar is a foresight product which 

surfaces developments and trends in cyber security so users can determine 

countermeasures to contain or avert possible threats. The Radar uses six different 

categories:  

1) Interests, technological developments and IT in general 

2) Resilience measures including technological developments 

3) Vulnerabilities 

4) Threats: actors, capabilities, intent 

5) Manifestations, incidents 

6) Policy, law and governance.  

 

To enable the development of diagnostic and resolvable IFPs, brainstorm sessions with 

representatives of Sibylink, NCSC, TNO and policy makers from the Ministry of Justice 

and Security broke down and refined the six broad Radar categories into ten more specific 

sub-categories of cyber topics. The final selected tournament clusters are mapped against 

NCSC Radar categories in Table 1.   
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TOURNAMENT 

CLUSTERS 

NCSC                                

Interests/ Technological 

& IT Developments  

NCSC              

Resilience Measures 

NCSC 

Vulnerabilities 

NCSC 

Threats 

NCSC 

Manifestations/

Incidents 

NCSC              

Policy, Law & 

Governance  

LABOR SKILLS 

SHORTAGE 

      

ATTACK VECTORS       

SOVEREIGN ACTORS 

(NATION STATES) 

      

CYBER CRIME       

OVERALLTHREAT 

LANDSCAPE 
      

INCREASING ROLE OF 

IoT 
      

LAW AND REGULATION       

COORDINATED 

VULNERABILITY 

DISCLOSURE 

      

CRITICAL 

INFRASTRUCTURE 
      

RESILIENCE       

Table 1: Tournament topic “clusters” mapped against NCSC Cyber Security Radar topics 

3.RESULTS AND DISCUSSION 

As of June 2019, 18 of the tournament’s 50 IFPs (36% + 1 voided IFP) have resolved. This is 

not sufficiently indicative of the final outcome of the competition, given that more than half 

of the remaining questions are still open and could swing scores and standing away 

considerably from current values. However, a few patterns of note have emerged. The 

Sovereign Actors cluster has seen the greatest and fastest activity, it being the only cluster 

in which all five IFPs are now resolved. This result poses interesting potential avenues for 

further research into how question and cluster generation of a tournament’s IFPs can be 

used to confirm or red-team assessments in cyber security. In 2018, the annual Cyber 

Security Assessment Netherlands (CSAN) produced by the Nationaal Coordinator 

Terrorismebestrijding en Veiligheid (National Coordinator on Counter-Terrorism and 

Security, NCTV) and the NCSC noted states still pose the biggest threat [NCSC, 2018].  

The Law & Regulation cluster follows in terms of activity with four out of five IFPs now 

resolved (80% IFPs resolved); followed by the Cyber Crime and the Labor Skills Shortage 

clusters, both with three out of five IFPs now resolved (60% IFPs resolved).  

No IFPs have yet resolved in three of the clusters: Attack Vectors, Coordinated 

Vulnerability Disclosure and Increasing Role of IoT. Visualizations of resolved IFPs as of 

February 2019 and as of June 2019 are depicted in Figure 1 to provide a sense of the 

activity on the tournament so far. 

The best mean Brier scores have been within the Law & Regulation cluster  



 
7 

LAW & REGULATION IFP MEAN BRIER SCORE 

IFP 1 Will the Senate of the Netherlands pass the proposed *Network and 

Information Systems Security Act before 31 December 2018? 
.359 

IFP 2 Will any EU entity announce any regulatory constraint to be dealt to either 

Facebook or Alphabet and/or its subsidiaries before 4 October 2019? 
.392 

IFP 3 Will the European Commission's High-Level Expert Group on Artificial 
Intelligence deliver its draft on ethical guidelines for developing AI before 31 
December 2018? 

.595 

IFP 4 Before 4 October 2019 will any Dutch judge rule as excessive any remote digital 
search conducted by police under the legislation known as CCIII? 

NOT YET RESOLVED 

IFP 6 Will any new EU *"restrictive measures" cyber sanction plan dealing visa bans 
and asset freezes to the perpetrators of cyber attacks be enacted before 18 

April 2019?  

.339 

Table 2: Resolution status and mean Brier scores of all IFPs in Law & Regulation cluster 
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(a) 

(b) 

Figure 1: Graph (a) shows the elapse of IFPs by cluster that resolved by Feb. 2019; Graph (b) shows the 

elapse of IFPs by cluster that resolved by June 2019. Note that three clusters have no resolved IFPs yet 
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Of the 17 currently resolved IFPs, nine resulted in non-status quo resolutions (53%). This is 

of note given that changes in events are usually slow and incremental, yielding questions 

that often result in no change or status quo resolutions. As more than half of currently 

resolved IFPs show a non-status quo outcome, this warrants a deeper analytical dive into 

question generation and consideration for more targeted investigation in further phases of 

this cyber research program. Comprehensive results and further analysis will be published 

at the end of the program in November 2019. 

4.CONCLUSION 

It is too early to draw definitive conclusions from mid-stage results in the CFT. By 

November 2019, we will be able to assess how well the cyber experts performed; in addition, 

we will be able to determine whether mean improvements in cognitive bias recognition, 

news awareness and calibration have been achieved after exposure to the workshops and 

the praxis offered by the forecasting tournament. Overall accuracy among the forecasters 

will demonstrate to what degree participants have learned to use PAI sourcing and OSINT 

techniques to improve their predictive skill. 

Once we have collected all the predictions, we can conduct an analysis on the accuracy of 

cyber forecasters relative to forecasters in other broader-based longitudinal tournaments, 

and on the differences in accuracy for the identified cyber sub-category topics. These results 

may also be examined relative to the accuracy of machine-based cyber predictions to 

determine advantages of human versus machine-based forecasting and how strong a case 

can be made for hybridization of the two.  
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