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(U) Abstract 

(U) One of the most challenging aspects of network-security management for the human 

analyst is examining the massive volume of alerts generated by large-scale intrusion detection 

systems (IDS). Although these IDS alarms may identify unauthorized network traffic, they are 

also known to frequently misclassify normal and background traffic as malicious—these are 

called false-positive alarms. Complicating the situation, organizational policy and changing 

operational environments may also influence which alarms are actively reported on versus 

those that are ignored. In previous work, we proposed a modeling approach for IDS alert 

prioritization that uses supervised learning algorithms to incorporate knowledge from past 

incident reports generated by human analysts and apply that knowledge to new intrusion 

detection alerts from signature and anomaly-based network intrusion detection tools (Shearer 

G., 2017). We showed using data from a large-scale operational IDS that we can reduce the 

number of false positives by 99%, while correctly predicting 93% of true positive alerts (Shearer 

G., 2017). In this paper, we enhance the modeling approach for IDS alert prioritization by 

improving the meaningfulness of the IDS alert feature embedding methodology used in the 

best-performing ensemble learning algorithms. In addition, we further examine the impact of 

training data learning windows and online learning approaches on prediction performance. We 

show that these improvements enhance prediction accuracy by increasing the depth of 

knowledge the classification model maintains. 
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1 (U) Introduction 
(U) An Intrusion Detection System (IDS) monitors computer network traffic for suspicious 

activity including cyberattacks and intrusions, typically used in combination with other 

defensive measures; such as intrusion prevention systems (IPS) (e.g., firewalls, anti-virus) to 

monitor and block unwanted network traffic. The IDS is characterized by 2 general classes of 

detection models: (i) signature-based models detect malicious behavior by searching for 

predefined features of an attack, otherwise known as attack signatures; and (ii) anomaly-based 

models detect irregular characteristics in data that are inconsistent with previously observed 

patterns—these detections may be indicative of malicious behavior. However, the 

responsibility of responding to indications of malicious behavior ultimately rests with the 

network defender, who must interpret the output of the IDS. 

 

(U) Previous studies have reported that IDS, including signature-based IDS, have problems 

accurately identifying attacks (Leslie N. O., 2017) (Leslie N. O., 2017). In particular, the false-

alarm problem has been identified as a consistent issue. An IDS can produce thousands of 

alarms per day, and many of these alarms are likely to be either false alarms, or true alarms of 

low value. As a result, it can become difficult for administrators or automated network defense 

programs to distinguish between true alarms and false alarms, resulting in either overzealous 

action or missed true alarms. 

 

(U) An IDS may present false alarms for a variety of reasons. A significant issue for both 

signature-based and anomaly-based IDS is the specificity of the ruleset used to generate alerts. 

With insufficient specificity, alarms may be triggered on normal traffic and activity. (Massicotte, 

2012). This specificity problem may not in all cases be solvable. For instance, a signature that 

presents false alarms 90% of the time but high-value true alarms 10% of the time may still be 

worthwhile, in which case false alarms are simply tolerated. A related issue is the appearance of 
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traffic that mimics an attack but is not in fact malicious. This is referred to in literature as a 

squealing attack where synthetic attacks are used with the intention to raise false alarms. 

(Patton S., 2001). Anomaly-based systems suffer perhaps even more from lack of specificity. 

Bhatti and Virparia (2012) suggested that “Anomaly based Intrusion Detection Systems are less 

accurate compared to the signature based approach because of the overlapping normal and 

attack behavior” (pp.1, para 2). Even in cases where an exploit attempt is occurring, the IDS 

may lack the ability to determine the success or failure of the attempt. (Krugel, 2004). In some 

environments, such attempts may occur very frequently. Finally, when operating in a dynamic 

environment, the network landscape, rule or tool policy, and event reporting policy may vary 

over time. (Massicotte, 2012). This may lead to out-of-date signatures, obsolete tools, and 

definitions of true and false alarms that may be outside the scope of the IDS itself. All of these 

issues contribute to the IDS accuracy problem, and in particular, a problem with excessive false 

alarms. 

 

(U) The study of large-scale, real-world IDS is often hampered by a number of constraints 

imposed by a research environment. Factors such as lack of supporting infrastructure, lack of 

subject experts for accurate labelling, and a dependence on published datasets of limited size 

and scope all affect the real-world applicability of findings from such studies. (McHugh, 2000). 

Where this paper differs is our use of a fully deployed real-world IDS, real observed data in 

terms of network traffic and alerts, and a substantial team of analysts and subject matter 

experts producing human-verified incident reports from which we extract labelling information. 

 

(U) In this paper, we describe supervised learning models based on classification to predict 

which IDS alerts are most likely to be associated with a reported security incident. We believe 

that a focus specifically on analyst-verified incidents should be used to guarantee relevance to 

the environment the IDS operates in, which may include policy concerns that provide context to 

the IDS alarms. For example, a specific organization may wish to document all attempted 

attacks, while another may only be concerned with successful attacks. Therefore, our intention 

is not to predict all attacks, but to predict which alarms are most likely to be reported by an 

incident handling/reporting apparatus. 

2 (U) Materials and Methods 

2.1 (U) Intrusion Detection Data and Data Transformation 
(U) The primary data source for our work is an operational IDS—the IDS receives network traffic 

from a number of sensors, interprets traffic using several network traffic analysis systems, and 

generates alerts based on the output of a set of alerting tools. The alerting tools produce alerts 

that contain information about observed connections and some information from the tool that 

produced them. Information about network incidents was collected over the same period of 

time based on incident reporting. The period of data collection for alerts and incidents was 5 

months. 
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(U) A significant consideration in translating the dataset to features is preprocessing the input 

data in such a way that it is meaningful and can be accepted by the classification model. For the 

classification methods we used in this work, all inputs were required to be provided as floating 

point values. Therefore, we considered how to process the input data (in the form of IDS alerts) 

for the specific feature set under analysis and how to manage specific challenges of the data 

storage format. We iterated through a number of different evolutions of feature sets and data 

transformation methods. Our final engineered feature set was created based on the experience 

of prior iterations.  

 

(U)  (Shearer G., 2017) used the principle of tokenizing the categorical features of the input 

data, using an associative array to map feature values to a unique identifying value based solely 

on order of appearance. Features that were already continuous or approximately continuous 

were left as-is. After feature vectorization, the dataset prepared for the learning models 

consisted of 23 features. Of these features, 10 represented characteristics of the IPv4 addresses 

involved in the alert (IPv6 alerts assigned a value to only 2 of these features), 9 were derived 

from traffic information (e.g., time, ports), and 4 represented metadata from the IDS. This 

feature configuration was intended to provide expedient data processing with minimally 

complex data transformations and a small overall feature count. 

 
2016-01-01 10:17:44.398658||snort20||test_sensor21||2016-01-

01||1411||13||14||85503||44312||5118013||TCP14||***15||-1||-1||TEST - Possible Bad SSL Cert M122||TEST - 

Possible Bad SSL Cert M122||sid:100700 ver:1.2 

pri:022||US16||M17||abcd1||wxyz6||a2.b3.c4.d5||w7.x8.y9.z10||1055540005||None||abcd_asn18||wxyz_asn19||023 

 
IP features 

1. Source IP address as decimal number (ipv4 or ipv6) 

2. Source IP 1st octet (if ipv6, set to 0) 

3. Source IP 2nd octet 

4. Source IP 3rd octet 

5. Source IP 4th octet 

6. Destination IP address as decimal number (ipv4 or ipv6) 

7. Destination IP 1st octet (if ipv6, set to 0) 

8. Destination IP 2nd octet 

9. Destination IP 3rd octet 

10. Destination IP 4th octet 

Traffic Features 

11. “Packet time” hour of day (integer 0-24) in which traffic that triggered alert arrived 

12. Source port number 

13. Destination port number 

14. Protocol token 

15. TCP flags token  

16. Source country token 

17. Destination country token 

18. Source ASN (Autonomous System Number) 

19. Destination ASN (Autonomous System Number) 

Alert metadata 
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20. Generating tool token 

21. Sensor token 

22. Rule description token (concatenated) 

Alert type (Anomaly detection vs. Signature) 

23. Alert type 

(U) 
Figure 1.  (U) Alert data feature transformation breakdown from (Shearer G., 2017). Raw data shown above, with 
transformed features labelled below using corresponding label numbers. 
 

(U) Although the alert data feature transformation in Figure 1 was reasonably effective 

experimentally, it was clear after the previous work that more could be done to improve 

aspects of the feature transformation method from (Shearer G., 2017). The previous work has 

an obvious deficiency in that the method of tokenization somewhat arbitrarily maps categorical 

variables to a feature space that is notionally continuous (Shearer G., 2017). For example, if the 

first country code in the data is the country code for the United States, “US”, and the second 

country code is the code for the Netherlands, “NL”, these two codes may be assigned adjacent 

tokens on a continuous scale, but there is no logical reason why these country codes should be 

associated with each other based solely on their order of appearance. 

 

(U) One-hot encoding is a popular method for translating categorical features to continuous 

values. With this method, each new feature value in the input data results in a new feature in 

the output vector. Using a one-hot scheme for the purposes of alert prioritization is infeasible 

due to the wide range of possible values that features may assume. For example, port number 

is an arguably categorical feature, but even after setting aside a value for ephemeral features 

there are dozens of common ports which would each require a new feature. IP addresses, if 

considered as entirely categorical, can be even more intractable. 

 

(U) To attempt to solve the categorical feature transformation problem, we use a form of the 

word2vec algorithm to embed information about the context in which categorical features 

occur to derive a meaningful feature embedding for otherwise intractable features. Such an 

approach has been used before (Ring M, 2017) to examine netflow data (metadata from traffic 

consisting of IP addresses, port numbers, and protocol information for connection partners), 

which has some shared attributes with our IDS alert data.  

 

(U) Word2vec is typically used in the context of natural language processing. Past research has 

found that distributed representations of words in a vector space help learning algorithms 

achieve better performance in natural language processing tasks. (Mikolov, Sutskever, Chen, 

Corrado, & Dean, 2013c) In natural language processing applications, the context of each word 

can be effectively mapped, and the learned vectors explicitly encode many linguistic regularities 

and patterns, and these vectors can be used in linear transformations including addition and 

subtraction operations. For example, (Mikolov, Yih, & Zweig, Linguistic Regularities in 
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Continuous Space Word Representations., 2013) showed based on learned vectors that the 

result of vector(“Madrid”) - vector(“Spain”) + vector(“France”) is closer to vector(“Paris”) than 

to any other word vector. Therefore, provided sufficient contextual meaning can be learned 

from the training corpus, there is good evidence that word2vec models can learn meaningful 

information about the context and relationship of words in the corpus. Ideally, we want to 

demonstrate meaningful relationships in the data and improved learning performance as 

shown by Figure 2. 

 

 
Figure 2. (U) (U) Objectives for alert feature embedding using a word2vector method 

 

(U) We believed a combination of context-based feature mapping using word2vec like 

algorithms for categorical features and a normalization scheme for continuous features may 

improve the accuracy obtained in  (Shearer G., 2017). The word2vec approach we used 

consisted of reading the entire alert message as a ‘sentence’, then obtaining the contextual 

vectors of specific features as input data to our classifiers. We used the learned vectors of 3 

features per alert: the source IP address, the destination IP address, and the lowest port 

number, with 10 dimensional embedding vectors for each feature, a window size of 30 

(encompassing the entire alert message) and a minimum word frequency count of 1. The size of 

the vector embedding was chosen based on experimentation with varying vector sizes. 

Performance in terms of accuracy for larger vector embeddings such as 50 dimensional 

embeddings was only fractionally better, while the time to learn the model increased 

substantially with the increased feature count. The chosen window size includes all elements of 

each message. In (Ring M, 2017), the authors used specific pairs of words as input to their 

ip2vec model, such as [source IP address, destination IP address], and [protocol, destination IP 

address]. In this paper, we tested the method from (Ring M, 2017) but found a more general 

approach works using the whole alert as data yielded a higher accuracy. 
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2.2 (U) Algorithm for IDS Alert Labelling 
(U) To create a labelled set of alerts using raw IDS alert data, we first define a heuristic for 

classifying alerts that are considered as true positives (i.e., alerts that led to or could lead to a 

filed incident report). In this paper, we require “positive” alerts to meet the following criteria to 

be considered linked to an incident report and labelled positive: 

 (U) Alert must originate from the same sensor as the incident 

 (U) Alert must contain the same IP addresses as the incident (source-destination or 

destination-source) 

 (U) Alert must originate within a timeframe of ±1 h of the “packet time” contained in 

the incident report OR if the alert tool is the same as the incident reported tool, the 

alert must originate within a timeframe of ±24 h of the incident report 

(U) The rationale behind these criteria is that some elements of the current incident reporting 

process are human-driven, in particular the exact time at which the event occurred and the tool 

attribution. Therefore, alerts cannot be precisely associated with incidents at this time. The 

above criteria are an attempt to balance the retrieval of alerts believed to be relevant with the 

need to limit retrieval of alerts that perhaps simply occurred around the same time as an event.  

We consider the IDS alerts linked with incident reports using the above method as the positive 

(class 1) sample set. Each alert trained on must have a unique identifier. If there are any 

duplicated alerts (which can occur when an alert appears to be linked to more than 1 incident 

report), such alerts are removed after the first occurrence, leaving only unique alerts. More 

than 1 alert can be linked to each incident report under the logic that any such alert produced 

could have led to an incident report. 

 

(U) For the negative (class 0) sample set, the most basic sample dataset would be all other 

alerts not including those in the positive sample set; however, due to the large size of the 

negative dataset we worked with (and that we assume is to some degree typical of most IDS 

installations), we use a random sample from the overall negative dataset rather than the whole 

dataset. This represents 25% of the total alert set. Any known positive alerts that appear in the 

random sample set are removed. 

 



8 
 

 
(U) 

Figure 2.  (U) Alert labelling and transformation flow diagram. 
 

(U)  In (Shearer G., 2017) , datasets represented data originating from a calendar month, and 

predictive accuracy was tested on the subsequent month. For example, training a classifier on 

data and labels from the month of January and attempting to predict classifications on data 

from the following month of February, thereby evaluating the predictive accuracy of 4 

independent training-testing datasets as shown below: 

 
Table 1 (U). (U) Description of the 5 1-month long datasets of IDS alerts and recorded incidents used for training 

and testing in the experiment. 

Dataset 
ID 

IDS Alerts 
(%) 

Total 
Incidents (%) 

Notes 

0 21.46% 30.69% Used for training only 
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1 19.27% 33.66%  

2 21.48% 23.76%  

3 18.71% 6.93%  

4 19.07% 4.95%  

(U) 

(U)  

2.3 (U) Ensemble Learning Algorithms 
(U) After labelling the IDS alerts, we create a model for each monthly dataset using 3 supervised 

learning classifiers: (i) random forest, (ii) Adaboost, and (iii) an algorithm that combines the 

random forest and Adaboost algorithms. Supervised learning differs from unsupervised learning 

in that supervised learning requires a labelled set of data to be used as training examples when 

constructing a classification model. Generally, the labels given for training data must be 

assumed to be accurate. That is to say, if the labels are in error, the performance of the learner 

will be affected; however, we must acknowledge that there is the potential for error in the 

derived labels, particularly with the source of data and methodology used in this study. We 

make the assumption that although some level of label error most likely exists in the 

experimental dataset, it is not significant enough to substantially distort the end result of the 

experiment. 

 

(U) The model constructed by an accurate supervised learner can be trained using a portion of a 

dataset, and can be used to predict the classification of another portion of the same dataset 

not in the training set. In general, the time required to test data against an already constructed 

predictive model is very low. Therefore, the benefit of using such a classifier in tandem with 

normal analysis is the addition of priority-of-threat information to incoming alerts. Alerts that 

frequently lead to incident reports can be immediately highlighted, while alerts that appear to 

be background noise and rarely lead to incident reports can be automatically given lesser 

importance. While alternate strategies exist to reduce noise and improve throughput from an 

alerting IDS (e.g., rule priority, filters, sorting by specific features, blacklists), the advantage of a 

learning strategy is that it is fully holistic in terms of observed features. Rather than sorting on a 

single feature, a trained classifier considers all features when making a decision, including 

correlations between features that might be difficult even for skilled analysts to detect. 

Additionally, whereas a manually generated filter or blacklist may need to be updated by hand, 

a learner that is regularly retrained on new data can change its classification decision making as 

threats and needs evolve. 

 

(U) A significant challenge to constructing a learning model for an IDS is the nature and 

environment of IDS alert generation. We will discuss specific aspects of dealing with and 

processing these alerts from the perspective of data handling and input parsing. A potentially 

more challenging issue, however, is the difficulty of making predictions about future events 

based on past knowledge in an environment that is continually and potentially rapidly changing. 
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We addressed the problem in this paper using a simplistic month-month training-testing 

methodology, but more advanced strategies may be used in future studies. 

 

(U) We provide each learning method with the datasets. For our purposes, the positive set 

included all positive classification alerts, while the randomly selected negative set included 

approximately 25% of total negative classification alerts during the experiment period to allow 

for faster experiments using a representative sample of the complete dataset.  

 

(U) A special consideration is the relative skew of the dataset. As with many IDS systems 

(Axelsson, 2000), the number of non-actionable (non-reported) alerts produced is far higher 

than the number of actionable (reported) alerts. Due to the much larger proportion of 

unreported alerts (class 0 samples) compared to reported alerts (class 1 samples), the dataset is 

highly skewed. To account for the skew, we balanced the class weights for the classifier so as to 

give equal total weight to both the unreported and reported alert sample sets. In other words, 

we give each individual positive sample more weight than each individual negative sample. 

Each positive sample remains equally weighted compared to other positive samples, and each 

negative sample remains equally weighted compared to other negative samples as well. 

 

(U) We tested the following classification methods, using their implementations in the scikit-

learn (Pedregosa F, 2011) Python library:  

 (U) Adaboost – a meta estimator that begins by fitting a classifier on the original dataset 

and then fits additional copies of the classifier on the same dataset, but where the 

weights of incorrectly classified instances are adjusted such that subsequent classifiers 

focus more on difficult cases (Freund, 1995) as implemented in scikit-learn (Pedregosa F, 

2011). We chose to use Adaboost with decision trees as the weak learners because we 

believed an ensemble method would be needed, and we believed the Adaboost 

algorithm would provide a good baseline. 

 (U) Random Decision Forest – a meta estimator that fits a number of decision tree 

classifiers on various sub-samples of the dataset and uses averaging to improve the 

predictive accuracy and control over-fitting (Breiman, 2001) as implemented in scikit-

learn (Pedregosa F, 2011). We used the random decision forest algorithm because we 

believed the large number of dataset sub-samples helped compensate for the 

complexity and relative lack of ordering of the input feature space. In addition, the 

random decision forest model is at least some degree resistant to over-fitting, as 

compared to individual decision trees. 

 (U) Combination of the Adaboost and Random Forest methods using varying decision 

thresholds – combined decision making using differing decision points on the 

predictions of each individual classifier to reach a final decision for each sample 

(Wolpert, 1992). This method required a given sample to exceed the decision threshold 

for both the Adaboost and random forest to be classified as a true positive. We used this 
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method because it was observed during trials that Adaboost frequently struggled with 

low precision while the random forest algorithm frequently struggled with low recall at 

higher decision threshold levels. A composite decision threshold, created from both 

classifiers, could remediate those issues and potentially provide better results than 

either Adaboost or random forest individually. 

(U) In summary, the experiment can be described in short form as follows: 

1. (U) Vectorize all IDS alerts using a consistent methodology 

2. (U) Label all IDS alerts in the dataset using information from incident reporting or event 

tracking data (class 1 if alert associated with report, class 0 otherwise)  

3. (U) Generate training and test sets (in this case, 1 month of data for each) 

4. (U) Train 1 or more supervised learning classifiers on the training dataset, and test on 

test dataset 

3 (U) Related Work 
(U) There are previous studies that have also leveraged machine learning techniques to develop 

or improve an IDS, and many have used the same general learning techniques as our work 

including naïve Bayesian (Modi, Patel, Patel, & Muttukrishnan, 2012), random forests (Zhang & 

Zulkernine, 2006), and Adaboost classifiers (Hu, Hu, & Maybank, 2008). Previous studies have 

also included some material on interpreting mixed data containing both categorical and 

continuous variables (Hu, Hu, & Maybank, 2008). At least one previous study has operated a 

learning classifier as a support decision-making system running behind a primary IDS: Snort 

(Modi, Patel, Patel, & Muttukrishnan, 2012).  

 

(U) These example studies all use the Data Mining CUP 1999/KDD 1999 from Lincoln 

Laboratory, Massachusetts Institute of Technology (MIT). Defense Advanced Research Projects 

Agency (DARPA) developed this dataset (often referred to as the “DARPA 1999 dataset”) for 

intrusion detection evaluation. One study (Pietraszek & Tanner, 2005) used a dataset “collected 

over a period of one month in a medium-sized corporate network,” and used labels that were 

curated by human analysts; however, it used significantly different learning techniques. 

 

(U) A recent study by Veeramachaneni et al. utilized a hybrid approach that used an element of 

supervised learning as part of a human-in-the-loop event detection and decision support 

system (Veeramachaneni, Arnaldo, Korrapati, Bassias, & Li, 2016). This work was similar in some 

ways to our work. It used supervised learning as part of a decision support system. The 

supervised learning was informed by human-driven incident reporting. Additionally, the dataset 

described in their study has similar characteristics (highly skewed towards the negative class 

and with potential for mislabeling) to the dataset used in this work. This work, however, is not 

directly equivalent as it analyzed credit card transaction logs rather than intrusion detection 

alerts, and it used some additional features such as behavioral processing, unsupervised 
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learning to find outliers, and a continuous feedback mechanism to seek analyst input. By 

contrast, our system was comparatively simple, using only past incident records to inform 

supervised learning. The system described in Veeramachaneni et al. was successful in increasing 

the detection rate and reducing false positives; however, any further comparison with this work 

is impossible due to different methods and datasets. 

 

(U) The most closely related work we are currently aware of is that of Newcomb and Hammell, 

which describes a fuzzy logic utility framework (FLUF) to support decision making based on 

Snort alerts. The FLUF model also aims to increase the efficiency of cyber defenders, specifically 

network defense analysts. In FLUF, alerts are prioritized based on a fuzzy logic system that uses 

predefined strategic, organizational, mission, and tactical models. The study by Newcomb and 

Hammel used the VAST 2011 Mini-Challenge 2 dataset, which included both traffic and 

complete network layout and topography information about the defended network (Newcomb 

& Hammel, 2016). 

 

(U) The FLUF model is similar to our work in terms of objectives and the creation of a support 

decision-making system to be used in conjunction with an IDS; however, our work differs in the 

choice of prioritization methodology. Rather than predefined models of the operating 

environment, our support system uses only past incident reporting to learn the prioritization of 

incoming IDS alerts. This key difference results in some tradeoffs between FLUF and our model. 

The FLUF model can work without any training data, but requires well-defined operating 

models of the environment it operates in. Our method using supervised learning requires 

training data, but does not require precise knowledge of its environment. A simple distinction 

can be made between the systems in that the FLUF model uses knowledge from expert-

informed models and strategy, whereas our model uses experience based on similarity to past 

events to prioritize IDS alerts. We therefore believe that the systems are more complimentary 

than competitive, as each has a use case and a role in supporting decision making. 

 

4 (U) Advantages of our methodology 
(U) Our approach is different than previous work in several ways, which we believe will increase 

the usefulness of this work in a modern, real-world operational environment. 

1. (U) Operational IDS Alerts. We examine an IDS that operates on real traffic input from a 

distributed set of network monitors. The data was collected over a multi month period 

in 2016 from an operational large-scale IDS. This real-world dataset helps ensure that 

the results from this study are applicable to real-world operational systems, a frequently 

cited problem with studies in the field of machine learning for IDS (Sommer, 2010). As a 

real dataset, it includes peculiarities that frequently occur in operational environments 

such as changes in the set of tools used in the IDS, changes in the external environment 

(e.g., varying attack vectors), and changes in the internal environment (e.g., policy 
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changes). Any machine learning detection aid operating in a realistic environment must 

be capable of adapting to these dynamics. 

2. (U) Real-World Security Incident Reports. We examine these reports as the criteria for 

labelling. Each incident report was generated by a human analyst. We believe this type 

of labelling is most accurate to real-world operational needs as it strongly suggests each 

positive represents an incident requiring human attention rather than a known false 

alarm, or a minor event that only requires logging (Sillito & Fisher, 2008). While we 

understand that this focus on incidents that were previously recognized by humans 

necessarily introduces a bias towards previously seen events rather than novel events, 

we emphasize that the primary purpose of an alert prioritization tool, such as the tool 

we suggest here, is to reduce analyst workload by quickly prioritizing often-seen alerts 

rather than highlighting novel alerts. This type of filtering aids the analyst and saves 

time because the filter separates the popular alerts from the new alerts and in so doing, 

the analyst can focus more on the novel alerts. The relevance of focusing on novel alerts 

also facilitates a separation for anomalous data to decipher whether a positive or false 

alarm. 

3. (U) IDS Support Algorithm. We develop an algorithm that uses machine learning to 

support the primary IDS, rather than attempting to learn and classify raw network 

traffic. Signature-based intrusion detection is a mature, well-understood technology, 

and in principle can be highly accurate when detecting known, previously identified 

malicious traffic. Therefore, our goal is not to replace signature-based intrusion 

detection, but improve it by refining the output of such tools according to analyst and 

environment needs. In operational environments, signatures can drift out-of-date or 

become more noisy and prone to false positives over time. As the threat environment 

changes the signatures must change as well; however, there may be a lag time between 

environment changes and the organizational changes necessary to adapt signatures to 

new threats. A learning system behind the IDS can automatically adjust for these issues 

as they occur.  

4. (U) Ensemble Learning In addition, we implement ensemble algorithms that are based 

on supervised-learning techniques—in particular, we examine random forests and 

Adaboost modelling, using decision trees as a base estimator—to circumvent certain 

issues that may impact classification accuracy. One issue is the highly stochastic nature 

of the data. Another issue is the mixture of categorical and continuous data input. Many 

machine learning techniques are only suitable for one type of data or the other. The use 

of a large number of unique estimators in the random forest and Adaboost classification 

methods helps to resolve that problem by considering many different subsets of the 

problem space (Breiman, 2001). Additionally, there is the secondary benefit of direct 

comparison between methods via confidence values. 

(U) In summary, our end goal is to show that a fully-implemented system that uses supervised 

ensemble learning algorithms for IDS alert prioritization is effective in an operational analysis 
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environment and would, with proper prerequisite conditions (including sufficient training data, 

labels, and data consistency), lead to a reduction in analyst workload in recognizing frequently 

occurring and previously seen alerts. 

5 (U) Results 
(U) In the primary experiment, we implement the algorithm for IDS alert prioritization 
described in Section 3 to the 5-month IDS alert dataset (see Section 3.1).  We create training 
and test sets with data from specific time windows to compare the effectiveness of multiple 
experimental training schemes. The accuracy of the system depends on where the decision 
threshold is set (i.e., whether the user deems it more important to get all the true positives, or 
more important to avoid the false positives). Therefore, we present results across a range of 
decision thresholds for each classifier. 
 
(U) In (Shearer G., 2017) work, the authors used the results of the random forest and Adaboost 
classifiers as a composite decision threshold to classify each IDS alert (Shearer G., 2017). We 
use 5 datasets based on data from full months of IDS operation, and create 4 training-testing 
pairs used for the experiment. We note that for the dataset comprising the entire experiment, 
the composite decision threshold where the Adaboost decision threshold is held at 0.45 
appears to be optimal for most of the range; however, we note that the shape of the precision-
recall distribution for each decision threshold varies significantly, which we attribute to a 
varying number of incidents occurring per month, and a varying number of alerts per incidents. 
Therefore, it is difficult to say with certainty that a singular threshold or combination of 
thresholds is universally best suited given the high observed variance; however, we can suggest 
which thresholds are likely to be reasonably well suited overall. 
 
(U) To give an example of how the prioritization system would reduce the overall number of 
alerts, we will consider the results of combined threshold predictions throughout the testing 
period when the random forest threshold is between 0.1 to 0.3 and the Adaboost threshold is 
set to 0.45. For the purposes of this example, we’ll assume that all alerts from an IDS are 
naively considered positive and of the same relative value to the analyst. Additionally, we’ll 
assume that any 1 positive detect related to a given incident could lead to discovery of that 
incident. Therefore, if at least 1 detect associated with an incident appears in the positive 
category the incident is considered “caught” (i.e., correctly predicted). 
 
(U) The baseline case (IDS performance consdiered naively, i.e., if every alert is considered a 
positive prediction) is quite poor in terms of precision. There are a huge number of alerts to 
screen, and the percentage of alerts that are true positives (i.e., actually related to an incident 
by our criteria) is miniscule. We noted that the performance of the classifiers on some types of 
incidents was better than others. Generally these incidents were ones which more readily fit 
into a repeatable pattern of behavior. Additionally, a mapping of IDS tool to prioritization 
results showed anomaly-based alerts from anomaly-based tools tended to have lower 
confidence values, while alerts from signature-based tools tended to have varying confidence 
based on the signature being used. 
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 (U) 

 
(U) In this work, we attempted to improve accuracy using a different data processing method, 
an implementation of word2vec. The summarized results comparing the results from (Shearer 
G., 2017) and the results from this work are given in Tables 2 and 3. In one sense, the word2vec 
method was successful in increasing the precision of (Shearer G., 2017) significantly by reducing 
the observed false positive rate for random forest thresholds above 0 when the Adaboost 
decision threshold is set at greater than or equal to .45. However, this reduction in the false 
positive rate is accompanied by a reduction in the true positive rate. While overall precision is 
increased compared to (Shearer G., 2017) , the loss of a substantial portion of the true positive 
alerts is a significant trade off.  
 
Table 2 (U). (U) Class prediction performance statistics of the two data transformation methods, with values from 
the tokenization method described in (Shearer G., 2017) on top, compared to values from the alert word2vector 
method below. Composite values using data averaged from 5 repeated experiments repeated across 4 month-to-
month datasets, where the Adaboost decision threshold is held at >= .45 
 

Random 
Forest 

Threshold 

True Positive 
Rate (%) 

False Positive Rate 
(%) 

Precision (%) 

No alert 
prioritization 

100.00 100.00 0.098 

>= 0.00 93.7130222 
92.5058268 

1.7154367 
11.7036214 

5.0798536 
0.7683644 

>= 0.05 93.7082412 
62.6606108 

1.2897509 
0.0923087 

6.6660115 
39.9398141 

>= 0.10 93.1978725 
38.0206777 

0.9952646 
0.0555363 

8.4029215 
40.1438667 

>= 0.15 91.8998386 
34.0285663 

0.9019606 
0.0516489 

9.0754896 
39.225682 

>= 0.20 78.7665093 
30.1380506 

0.6516539 
0.0458294 

10.6994463 
39.1811048 

>= 0.25 68.4993725 
27.6340166 

0.2969054 
0.0432125 

18.4705941 
38.5172845 

>= 0.30 40.3860635 
23.4924999 

0.1082741 
0.0415439 

26.9620678 
35.6488619 
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>= 0.35 28.2328333 
18.0421921 

0.0320759 
0.0392431 

46.4968799 
31.0532812 

(U) 
 
 

 
(U) 

Figure 3 (U). (U) Precision versus recall for the combined month1 to month4 training-testing prediction results 
when varying the random forest decision threshold from 0.0 to 0.70 and holding the Adaboost decision threshold 
at >=0.45 
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(U) 

Figure 4 (U). (U) Receiver operating characteristic curve for the combined month1 through month4 training-testing 
prediction results, plotting the change of true positive rate versus false positive rate when varying the random 
forest decision threshold from 0.0 to 0.70 and holding the Adaboost decision threshold at >= 0.45 

 
(U) In this work, we also revisited the idea of changing the month to month sampling window 
used in the above experiments to a higher resolution model. We tested training on 15 day, 10 
day, and 5 day periods in a sliding window within a given month and testing on the next 1 to 5 
days. In theory, a more granular approach to learning could be advantageous due to higher 
relevance of the learned model to the test data. Given the potential for rapid environmental 
evolution in a cyber incident reporting environment, this higher relevance could be crucial for 
reducing false positive and false negative rates. However, there was a key problem which 
inhibited the collection of useful data from small windows. For the most part, true positive 
detection events were too sparsely distributed in the data. Although a few examples existed 
within the dataset of multiple events occurring within a short time window, these were 
somewhat trivial to prioritize as the interesting events in the training and testing set were 
nearly identical.  
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6 (U) Conclusions 
(U) Experiments into using a form of IP2Vec as described above as a feature embedding system 

returned mixed results. Precision as a strict measure of correct vs incorrect classifications 

increased, but the result cannot be deemed a satisfying success because the true positive rate 

also declined. Given that a primary goal of a prioritization system must be to ensure good recall 

performance, the reduced true positive rate suggests the IP2Vec method as pursued in this 

experiment was not a perfect improvement towards the goal of a better general embedding 

method, but does represent a more discriminating method. If such increased precision is 

desirable for mission goals over total recall, then the word2vector embedding system for alerts 

in this experiment does offer an improvement. 

 

(U) Experiments using different length time windows for obtaining training and testing data 

were generally unsuccessful due to lack of interesting events within the shortened time 

windows. 

 

(U) Overall, the key goal of this system is to improve analyst and reporting efficiency by 

prioritizing alerts that appear very similar to an alert that has been reported on before. The 

methodology in its current form appears to be most successful in finding alerts that appear and 

reappear frequently, thus effectively the “low-hanging fruit.” However, despite the relative 

simplicity of the system, it was successful in the testing period at reducing the high-priority 

threat space to a much more manageable level. False positives can be reduced even further, if 

lower true positive rates are acceptable. 

 

(U) We do not establish an ideal threshold for the decision threshold of the classifier(s). The 

relationship between precision and recall in the results is roughly inverse. There is a continuous 

trade-off between the proportion of true positives obtained and the overall size of the positive 

class. Therefore, the optimal setting for the decision points will likely depend on the priorities 

of the end user. 

 

(U) It should be noted that this experiment used only approximately 25% of the overall alerts 

for each month. Therefore, it is likely we can expect a higher overall number of false positives if 

the method was applied to all alerts for a given month, but we believe the false positive rate 

should be similar. If the results from this experiment scale linearly, it should then be possible to 

create a system in which the signal-to-noise ratio for the “high priority” alerts is at least 10%. In 

other words, at least 1 out of every 10 high priority alerts is considered a reportable alert, a 

number we believe is high enough to avoid losing analyst trust (i.e., avoiding excessive false 

alarms) while retaining a true positive rate of at least 50%. Alternatively, a signal-to-noise ratio 

of approximately 2.5% (1 true hit for every 40 high priority alerts) allows for a true positive rate 

of around 92%. Either is significantly better than the assumed naïve hit rate for the IDS of 

around 0.025%. 
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(U) Data availability and quality is a potential constraint. While the 5-month period tested in 

this experiment appeared to obtain reasonable prediction results, it appears from preliminary 

results from the following 6 months that the quantity of labelling data pertinent to the in-house 

IDS has decreased and therefore greatly reduced predictive accuracy. We must also consider 

the possibility that inconsistent reporting may also reduce predictive accuracy due to label 

error, and that this error may be difficult to quantify or correct for. 

6.1 (U) Future Work 
(U) One area that requires more investigation is the effect of human or systemic error on the 

labels when using this labelling methodology. When using a supervised learning classifier, labels 

must be considered true or false, but realistically we must acknowledge a strong possibility that 

some events were over or under reported, that some events were missed, or that some alerts 

simply do not fall within the timeframe for the related incident. The degree to which label error 

affects classification, and the degree to which label error occurs in the analysis environment, 

may be worth investigating further. 

 

(U) As a tangential project, it may be interesting to investigate false positive and false negative 

alerts identified in these experiments and have analysts reevaluate them to double check that 

they are correctly classified. It is possible some false positives and negatives may have simply 

been misclassified. Finding false positives that were mislabeled would represent valuable 

information as it may point to alerts that were missed during the analysis process. 

 

(U) Besides any additional tuning and optimization of the current feature set, learning 

methodology, or data acquisition methodology, the logical next step for the method as a whole 

is to integrate it into the IDS as a user-accessible informative metric for the relative priority of 

an alert. The learning methodology should be ideal for finding “low-hanging fruit”, alerts that 

are always or very frequently reported, and likewise, eliminating a large volume of alerts that 

are never or very rarely reported on. Additionally, closer integration with an operational IDS 

may allow for a more concrete linking of alerts to related incident as they happen, improving 

the quality of labels. 

 

(U) Overall, the trajectory we foresee for this type of learning is use in conjunction with other 

learning systems (e.g., anomaly detection, contextually aware knowledge systems, risk and 

decision-making models) and closer integration with human users. The supervised learning 

described in this work fulfills the “experience” element of a fully or partially automated IDS, 

while another component would fulfill the “knowledge” element. We believe in the near term a 

human will remain in the loop for key decision making, especially for complex systems, due to 

the need for greater contextual understanding than is currently feasible in a fully automated 

system; however, we believe in the long term such a model could be used to create an 
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increasingly intelligent autonomous network defense agent utilizing both experience, 

knowledge, and situational awareness to protect networks. 
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7 (U) Appendices 

7.1 (U) Appendix A: Data Features from Shearer et al. 2017 
IP features 

1. Source IP address as decimal number (ipv4 or ipv6) 

2. Source IP 1st octet (if ipv6, set to 0) 

3. Source IP 2nd octet 

4. Source IP 3rd octet 

5. Source IP 4th octet 

6. Destination IP address as decimal number (ipv4 or ipv6) 

7. Destination IP 1st octet (if ipv6, set to 0) 

8. Destination IP 2nd octet 

9. Destination IP 3rd octet 

10. Destination IP 4th octet 

Traffic Features 

1. “Packet time” hour of day (integer 0-24) in which traffic that triggered alert arrived 



22 
 

2. Source port number 

3. Destination port number 

4. Protocol token 

5. TCP flags token  

6. Source country token 

7. Destination country token 

8. Source ASN (Autonomous System Number) 

9. Destination ASN (Autonomous System Number) 

Alert metadata 

1. Generating tool token 

2. Sensor token 

3. Rule description token 

4. Alert type (Anomaly detection vs. Signature) 

7.2 (U) Appendix B: Classifier Configuration 
Using Python2.7 sklearn (scikit-learn) version 0.18.1 

Random Forest – sklearn RandomForestClassifier(n_estimators=500, criterion=’gini’, 

max_depth=None, min_samples_split=2, min_samples_leaf=1, min_weight_fraction_leaf=0.0, 

max_features=’auto’, max_leaf_nodes=None, min_impurity_split=1e-07, bootstrap=True, 

oob_score=False, n_jobs=1, random_state=None, verbose=0, warm_start=False, 

class_weight=”balanced”) 

Adaboost – sklearn AdaboostClassifier(base_estimator=None, n_estimators=100, 

learning_rate=1.0, algorithm=’SAMME.R’, random_state=None) 
 

7.3 (U) Appendix C: Word2Vec Configuration 
Implemented with Gensim using Python 2.7Word2Vec( input, size=10, alpha=0.025, 

window=30, min_count=1, max_vocab_size=None, sample=0.001, seed=1, workers=3, 

min_alpha=0.0001, sg=0, hs=0, negative=5, ns_exponent=0.75, cbow_mean=1, hashfxn=<built-

in function hash>, iter=5, null_word=0, trim_rule=None, sorted_vocab=1, batch_words=10000, 

compute_loss=False, callbacks=(), max_final_vocab=None) 
 


