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Abstract - This paper introduces some of the concepts, designs and testing platform for our work in 
developing software agents to augment network defense analysts.  Human network defenders are 
overloaded with information provided by intrusion detection systems and other network event monitoring 
technologies.    Our software agents are being developed to augment the overburdened human network 
defenders.  These software agents are designed with varying levels of autonomy and are capable of 
addressing low-level, suspicious network behaviors; freeing the human defenders to investigate other 
activities that require human intelligence.    
 
This work is currently focused on fundamental network security and information assurance for DoD 
enterprise networks where policies are defined and topologies are well understood.  A mature and stable 
networking environment is necessary to 1) support shared understanding of network activities and 
vulnerabilities, and 2) shared multi-modal information regarding hostile and friendly entities on the 
network.   Our ultimate target for this work is mobile tactical military networks.  
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Introduction 

The importance of cyber security in cyberspace operations cannot be overstated.  All aspects of Multi-
Domain Command and Control (C2) rely on assured and secure communication and information 
networks.  Many technologies and sensors exist that assist network defense analysts and systems 
administrators in monitoring networks and devices, both in enterprise and tactical settings.  The amount 
of data generated by these monitors is staggering and in most cases, human intervention is required to 
determine whether an incident occurred, and if so, its severity, and select appropriate corrective or 
mitigation actions. The analysis can be quite time consuming, security operations centers (SOC) are often 
understaffed and all the while, additional alerts from monitors continue to pour in.   

In military settings, the network defenders are Soldiers and are likely to be in hostile, resource-
constrained environments, creating additional pressures in already high-stakes situations.  In tactical 
settings, cognitive overload is a significant concern and becomes increasingly difficult to manage as the 
number of devices and technologies Soldiers use increases.  Decision making can be adversely affected 
by presenting too much information or perhaps worse, information provided by compromised systems.  
Software agents should be employed to extend human capabilities and exploit information technology’s 
strengths. 

The U.S. Army’s Science and Technology (S&T) program is investing in “tactical system interfaces and 
decision aids” [1] that will reduce information overload while enhancing decision-making in tactical 
operations.  Many of these efforts employ principles of Human Systems Integration (HSI) and Human 
Computer Interaction (HCI), and appropriately so.  Our approach is more grounded in a complementary 
field of study.  In 2016, the Deputy Secretary of Defense, Bob Work, presented the U.S. military’s long-
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term competitive strategy, or offset, intended to establish and sustain strategic advantage over adversaries. 
The first offset focused on nuclear deterrence; the second offset, focused on remote targeting and sensing 
capabilities, among other things.  In the 2016 speech, Deputy Secretary Work named artificial intelligence 
(AI) and autonomy as the “technological sauce of the Third Offset” [2].  Our work seeks to create 
intelligent software agents that, through Human Information Interaction (HII), will assist in maintaining 
secure networks and assured information, while learning to increase their abilities to act autonomously.   

Motivation and Objectives 

The connection between the software agents discussed in this concept paper and Soldiers on the 
battlefield might not be immediately obvious. As mentioned in the introduction, reliable and assured 
information are critical to military functions.  Hence, monitoring and protecting dynamic and complex 
communications and information networks is a high priority.  The attack surface is quite large and 
continues to grow, yet the number of humans available and capable of defending the networks is 
insufficient.  Our software agents are being designed to augment network defense analyst staff in an 
enterprise environment.    

The shortage of experienced, qualified and certified network defense professionals paired with the high 
number of network compromises has resulted days elapsing between when the compromise occurred and 
the time investigation begins.  The most recent Verizon Data Breach Investigations Report claims that 
68% of compromises were not discovered until months after the event [3].   The data in this report is 
exclusively enterprise networks; fairly fixed structure, known components and relatively rich resources in 
terms of power, bandwidth and storage. 

Now consider the Internet of Things (IoT), commercial networks, and the Internet of Battlefield Things 
(IoBT), military networks.  It is estimated that by 2020, 200 billion devices will populate the IoT [4].  
Assuming the IoBT is a small fraction of the size of the IoT, it is obvious that the number of Soldiers 
needed to monitor and defend battlefield devices will far exceed the number available and qualified to 
perform those functions.  Additional problems arise due to an enemy actively pursuing compromise or 
destruction of those devices. 

Our ultimate goal is to transition these agents to tactical network environments to protect the networks 
and information required to ensure Soldiers’ maintain information overmatch without adding to their 
cognitive burden.  We believe the future Soldier and the IoBT will benefit from autonomous intelligent 
software agents that can act in near-real time to defend tactical networks and implement mitigations when 
attacked. 

Approach 

We have designed and implemented a proof-of-concept software agent that detects malicious HyperText 
Transfer Protocol (HTTP) requests.  This HTTP software agent is capable of blocking local and remote 
hosts depending on the type of activity detected.  This agent can act on its own or notify a network analyst 
of the suspicious activity and await further instruction from the analyst. 

This initial implementation is little more than a decision support module at its onset.  But with use, the 
agents can be trained to recognize events or features that are of interest to the network defenders.  As 
those features are identified and thresholds determined, the agents become more intelligent and their 
autonomy increases. 

Our software agents differ from Security Information and Event Managers (SIEM) and Intrusion 
Detection Systems (IDS) in being able to execute functions without human intervention.  While our 



practical goal is to relieve the tremendous cognitive drain on our limited number of network defense 
analysts and provide improved network defense, our research goals are to understand the how the analysts 
interact with information to make determinations about malicious activity and mitigation strategies.   

Cognitive Task Analysis and workflow studies have traditionally been used to develop tools intended to 
support network defense analysts.  As mentioned earlier, principles of HSI and HCI typically guided 
development of those tools.  We are taking an HII approach by focusing on “humans’ interaction 
specifically with information” [5] rather than interfaces or particular devices or platforms. 

 Agent Concepts Overview 

Agents rely on a decision-making model in order to reason about the data they are processing.  These 
models, in general, all strive to meet end-goals while adhering to environmental constraints, but differ in 
assumptions, decomposition of input, and area of emphasis.  In military applications, the limiting factor is 
most often time, requiring time-critical decision-making models to be employed.  Examples of these 
include the Kill Chain model [6], which is designed to reduce the time required to reach the execution of 
an action; the Triage model [7], which breaks the situation down into questions to answer, aiming to help 
the decision maker frame the problem at hand; and the OODA (Observe, Orient, Decide, Act) Loop [8], 
which aims observe and react to the environment faster than the opponent, thus allowing one to “get 
inside” the enemy loop and defeat them.  The OODA Loop is the model implemented within the agent 
framework for our software agent. 
 
One advantage that agents have over human analysts is their ability to process information at a 
significantly higher rate.  Human analysts prioritize their time on larger, more significant threats, alerts, 
and indicators since they cannot possibly work through everything.  This is where an agent would greatly 
augment an analyst: an agent would be able to aggregate and process a much larger set of data and present 
the analyst with pre-defined action suggestions, thus allowing the analyst to assess many more threats 
than would be possible on their own.  The analysts can, then, augment the agent, if adjustments are 
deemed necessary.  Of course, to get to this point, a human analyst must, first, go through similar data, 
interpret it, identify malicious behaviors, produce algorithms/techniques that will be able to classify said 
malicious behaviors as such, and what actions should be taken to mitigate the threats.  These algorithms 

Figure 1: Lifecycle of human-agent teaming. 



can then be implemented within an agent, which will ingest a swath of data and present its findings to the 
analyst for review, instead of the analyst having to do this themselves.  Figure 1 illustrates this cycle. 
 
Note that an agent's abilities need not be limited to only suggesting actions.  It can also be allowed to take 
actions on its own (update firewall rules, change packet routing towards a sinkhole, disable a user profile, 
etc.), while alerting an analyst of its decision, with supporting information.  The range is variable, and 
depends on the level of trust you are willing to bestow in an agent.  Also, an agent's decision-making 
process can be enhanced with machine learning approaches, allowing the agent to adjust its classification 
algorithm(s) dynamically.  This would enable an agent to adapt to changing conditions, requiring less 
attention from analysts. 
 
Our work in this area advances our understanding of Human Agent Teaming, while exploring areas that 
could benefit from semi-automated decision-making.  One such area that we think this will be highly 
useful is processing low-level alerts that analysts generally do not have time to investigate further.  In 
terms of the timeline for an attack, if we can detect a possible attack campaign in its infancy stage of 
information gathering, this will prevent larger threats in the future.  This is another example of how an 
agent could reduce the workload of an analyst: Identifying and stopping threats before they have the 
ability to cascade into larger problems.  This not only aids the analyst, but also increases network 
resiliency. 
 
Our agent work aims to enhance our ability to detect anomalous and malicious behaviors, while defending 
the network in a semi-autonomous fashion.  We do not want to take the human completely out of the 
loop.  Humans are still required to make the final, complex decisions in regards to what happens to the 
network/hosts, as well as identify and implement the algorithms and techniques that the agents will use to 
classify malicious behavior.   

Implementation Description 

Our agent is based in Veloxiti framework for intelligent agents. The framework provides a cognitive 
engine driven by two graphs. The Observe/Orient (OO) graph gathers data and informs the Decide/Act 
(DA) graph of events. The DA graph determines what actions to take on the events generated by the OO 
graph using knowledge held by the agent. 

The OO graph consists mainly of belief nodes and the edges connecting them. Incoming data populates 
through the belief nodes of the OO graph when conditions are satisfied. These conditions are written in 
Veloxiti’s domain-specific language (DSL), and can be anything from simple filters to the result of 
complex classifiers trained by machine learning algorithms. The DSL is based on Java and can run any 
desired code. When data reaches an endpoint monitor node in the OO graph, it triggers an event from the 
matching monitor endpoint in the DA graph (and vice-versa.) This is how information is passed between 
the OO and DA graphs, or in other words, how knowledge informs actions and subsequent actions 
contribute to knowledge. 

The DA graph consists of plan and goal nodes. The engine seeks to satisfy goals by executing plans, 
which may contain code to trigger actions. Events arriving from monitors originating in the OO graph 
cause the engine to act on plan nodes, which will require further goals, and so on until all triggered are 
satisfied.  

Our agent is a proof-of-concept designed to detect malicious HTTP requests. Internet Protocol (IP) 
addresses and HTTP headers are fed to the OO graph and decomposed to request and response beliefs. 
These beliefs are evaluated and an activity belief is created if required elements of the request and 



response are present. If the agent determines the activity represents a threat, an event is sent via monitor 
to the DA graph. Using the threat type indicated and the DA graph, the agent makes the decision to block 
the local network host, the remote web host, or both. For example, a request to a known bad site would 
block the remote host, but would not block the local host unless the response indicated a compromise. If 
multiple local hosts were making the same suspicious requests to various remote sites, the local hosts 
would be blocked. 

Activity belief nodes are currently evaluated using IP whitelists and blacklists, and by a classifier that 
examines request elements. These elements are the remote hostname, Uniform Resource Identifier (URI), 
request parameters, and the filename if response is a download.  URI is used to permit specifying 
identifiers other than network protocols.  The text strings of the elements are analyzed to determine if the 
contained diagrams (applicable two-character sequences) fit the expected frequencies of the English 
language. This is a simple statistical classifier, but a machine-learning algorithm could be substituted.  

Related Work 

There is much research underway in the area of intelligent software agents.  Proposed frameworks which 
include trust and decision making considerations [10], [11], [12] offer valuable inputs to the design of 
software agents.  Many publications in this area seem skewed towards cyber-physical systems.  The ant-
based approach in [13] closely aligns with our efforts but is a “complex system” employing Moving 
Target Defense techniques and privileged system information.  The software agents we are developing are 
stationary and are based on dynamically updated vulnerability and threat intelligence. 

Future Work   

The HTTP agent discussed here is necessarily simple but we are designing more complex agents that will 
incorporate machine learning techniques in order to introduce more intelligence and autonomy to the 
agents.  For example, a classifier that uses recurrent neural networks to identify programmatically-
generated domain names commonly employed by malware [9] can be introduced to an agent that will be 
able to detect and thwart malware and attacks that exploit Domain Generation Algorithms.  

Additional research we must undertake is to study how multiple software agents of the same type will 
interact with each other and methods for managing those interactions.  Taking measurements of machine 
and network performance to determine the impacts of software agents and the machine learning 
algorithms they employ is also necessary. 

We are involved in other work with Human Factors experts to study Human Agent Teaming.  In this 
context, the agents are software as opposed to robotic devices many other groups are studying.  The 
Veloxiti platform for software agent development has been integrated with a testbed we use for cyber 
security research.  A discussion of that effort is beyond the scope of this paper but it should be noted that 
our testbed is capable of capturing the interplay between humans and software agents in the context of 
Army tactical networks.  This will advance our HII interests and meets needs of our Human Factors 
partners to model human behaviors in tactical networks and conduct human-in-the-loop experiments to 
support training assessments and technology evaluations. 
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