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Abstract 
The ability to collect and process numerous documents from various sources is essential to achieve 
information superiority. However processing documents in large quantities is a time consuming effort, 
requiring trained personnel. Additionally, data volumes are exploding; more data has been created in 
the last few years than in the entire previous history of the human race [1]. As a result, exploiting the 
whole of the information becomes impossible. The problem moves from having enough people to 
process information to providing trained individuals tools to point them in the direction where they are 
the most likely to find information with the highest value. This paper proposes a text analytics 
framework to help users search, categorize, and get recommendations on documents that are the most 
likely to be relevant to them and their current problem space. This framework allows user to: perform 
complex keyword searches; execute vector based queries; obtain recommendations based on user 
feedback and context, and perform topic modeling over a collection of heterogeneous unstructured 
documents. Application and combination of various approaches (e.g., TF-IDF, Vector Space Model, and 
Latent Dirichlet allocation) are detailed.  

 

1. Introduction  
Analysts are faced with an ever-growing overload problem when dealing with the challenge of finding 
useful information in a sea of data. This paper proposes an approach to support the analysis of textual 
information by combining a set of state-of-the-art text analytics approaches. Complex searches, vector 
space model, Term Frequency–Inverse Document Frequency (TF-IDF), and Topic Modeling approaches 
are presented. A combination of these approaches is proposed to leverage advantages from each. An 
evolution of the framework is also proposed to enable contextual searches and recommendation.  

In this paper, the word context is used loosely to denote a variety of concepts. First, the context of a 
given document in a corpus is considered, how it relates to the other document and how it distinguishes 
itself. Then, the context of the current document search: the user provided feedback on results for a 



given query is considered. Finally, the user’s context is taken into account: the user’s roles, 
responsibilities, interests, and preferences. 

 

2. Advanced Searching 
The first necessary step to instantiate the proposed text analytics capability is to provide the user with 
an advanced indexing and searching capability. For this current work, Apache Solr [2]/Lucene [3] were 
chosen as the search and indexing backbone. An initial feature of interest from this initial solution is the 
support of ‘complex’ searches. The Lucene query parser syntax supports a number of features, among 
which:  

• wildcard Searches for a single or multiple characters;   
• exact queries, fuzzy searches using Levenshtein distance;  
• proximity searches, specifying a number of terms that can separate searched words;  
• range searches, specifying ranges for dates, numeral, or alphabetical values; 
• range searches: on fields, mod_date:[20020101 TO 20030101], title:{Aida TO Carmen} 
• use of boolean operators: OR (default),  AND, + (mandatory), NOT, - (exclude); 
• logical grouping: (apple AND banana) OR dog; 
• term boosting: apple^10 banana. 

This last item is of particular interest. Term boosting is used by Solr to produce a score for a given 
document based on a particular query. Term boosting is used to integrate input from various text 
analytics approaches described later. The following section provides details on Solr’s scoring method. 

  

3. Scoring 
In Lucene, when a query q is submitted, a score s is computed for a document d in the following fashion: 

𝑠𝑠(𝑞𝑞,𝑑𝑑) = ��𝑡𝑡𝑡𝑡(𝑡𝑡 ∈ 𝑑𝑑)𝑖𝑖𝑑𝑑𝑡𝑡2(𝑡𝑡)
𝑡𝑡∈𝑞𝑞

𝑡𝑡.𝑔𝑔𝑔𝑔𝑡𝑡𝑔𝑔𝑔𝑔𝑔𝑔𝑠𝑠𝑡𝑡( )𝑛𝑛𝑔𝑔𝑛𝑛𝑛𝑛(𝑡𝑡,𝑑𝑑)�𝑐𝑐𝑔𝑔𝑔𝑔𝑛𝑛𝑑𝑑(𝑞𝑞,𝑑𝑑)𝑞𝑞𝑞𝑞𝑔𝑔𝑛𝑛𝑞𝑞𝑞𝑞𝑔𝑔𝑛𝑛𝑛𝑛(𝑞𝑞) 

Some aspects of the equation are out of scope for the current discussion and will not be discussed in 
depth; details are available in [4]. norm (t,d), QueryNorm and coord are normalization and coordination 
factors. tf and idf are the Document Frequency and Inverse Document Frequency, which will be 
discussed in the following section. getBoost() returns a boosting factor specified for every term t of the 
query q. This boosting factor has a default value of 1. It provides a direct handle to influence the result 
of the scoring function. The following section will describe various approaches to influence the boost 
factor. 

 



4. Keyword Identification 
Term Frequency–Inverse Document Frequency (TF-IDF) reflects how important a word is to a document 
in a collection of document [5]. Conceptually, this approach will help identify words that are more 
unique, representative in a given document as compared to other documents. TF represents the number 
of times a given term is found in the document. By itself, it has value, but it will give a lot of importance 
to common words which are likely to be present in a lot of documents and are, therefore, not very 
representative. IDF will counter this aspect by considering how often a given word appears in other 
documents of the collection. In Solr, IDF is computed as follows: 

𝑖𝑖𝑑𝑑𝑡𝑡(𝑡𝑡) = 1 + log (
𝑛𝑛𝑞𝑞𝑛𝑛𝑛𝑛𝑔𝑔𝑐𝑐𝑠𝑠

𝑑𝑑𝑔𝑔𝑐𝑐𝑑𝑑𝑛𝑛𝑔𝑔𝑞𝑞 + 1
) 

Where numDocs is the total number of documents, and docFreq is the number of documents containing 
t. TF·IDF is the multiplication of the two factors and reflects the importance of a given term for a 
particular document. TF·IDF is an initial way of identifying keywords of importance in a text and is the 
first foundational element of the combined approach presented later.  

5. Topic Modeling 
Topic modeling aims at identifying sets of keywords, or topics, which occur in a document collection. We 
will focus on particular topic modeling approach, Latent Dirichlet Allocation (LDA) [6]. We provide a 
summary description of LDA, more details can be found in [6] and [7]. The idea behind LDA is that a 
document can have multiple topics. A topic is a distribution over a fixed vocabulary. Appling LDA, we 
specify a number of desired topics and a number of words per topic. A document will relate to the 
various topics with different proportions. In turn, each topic will contain the given number of words with 
varying proportions. Following is a simple example generated on a corpus of 25 Wikipedia articles. 9 
articles focused on ISIS and Syria, 6 articles focused on the US elections, and 10 articles were randomly 
selected.  

0 United Sates.txt 13 Republican Party.txt 
1 Donald Trump.txt 14 US Presidential Election.txt 
2 Democratic Party.txt 15 Baghdad.txt 
3 Salafi Movement.txt 16 Patriarca Crime Family.txt 
4 Abu Bakr al-Baghdadi.txt 17 FK Jedinstvo ParaÄ‡in.txt 
5 Julio Cesar Uribe.txt 18 Xylocarpus.txt 
6 Love Peace Poetry - Vol3.txt 19 Bashar al-Assad.txt 
7 Agriphila poliellus.txt 20 Damascus.txt 
8 Nancy DiNardo.txt 21 Keiser, Arkansas.txt 

9 
Public Holidays in 
Panama.txt 22 

Oil Derrick (Six Flags Over 
Texas).txt 

10 ISIS.txt 23 Hillary Clinton.txt 
11 Iraq.txt 24 Mohammed Saeed Bekheitan.txt 
12 Syria.txt 

  
  

  ISIS/Syria 

  
  US Elections 

  
  Misc/Random 

 Figure 1: Corpus of 25 Wikipedia articles 



 

 

We ran LDA on this corpus for 10 topics of 5 words. The following topics were generated. 

0 clinton 0.27636364 4 party 0.26432292 8 war 0.29230769 
0 campaign 0.22909091 4 president 0.24609375 8 united 0.24957265 
0 early 0.18909091 4 republican 0.17708333 8 states 0.24273504 
0 rodham 0.15272727 4 democratic 0.15755208 8 american 0.10940171 
0 law 0.15272727 4 election 0.15494792 8 history 0.10598291 
1 trump 0.65625 5 city 0.26533524 9 boston 0.25296443 
1 york 0.09027778 5 damascus 0.21398003 9 family 0.23715415 
1 hotel 0.08680556 5 baghdad 0.20827389 9 boss 0.18181818 
1 organization 0.08333333 5 syria 0.17974322 9 patriarca 0.16600791 
1 opposed 0.08333333 5 empire 0.13266762 9 providence 0.16205534 
2 isil 0.20950704 6 years 0.34636872 

   2 islamic 0.20422535 6 family 0.19553073 
   2 syrian 0.20246479 6 lady 0.15642458 
   2 iraq 0.20246479 6 current 0.15642458 
   2 syria 0.18133803 6 office 0.1452514 
   3 movement 0.23943662 7 assyria 0.23369565 
   3 civil 0.22065728 7 period 0.2173913 
   3 america 0.19248826 7 including 0.19021739 
   3 salafism 0.17370892 7 ottoman 0.18478261 
   3 led 0.17370892 7 kingdom 0.17391304 
    Figure 2: LDA results 

At a glance, it is possible to see that topics provide a certain idea of what the topic is. For example, topic 
0 seems to be about Hillary Clinton, topic 1 about Donald Trump, and topic 2 about ISIS/Syria. The 
following table shows topic representation for the first 10 documents. 

  
Topic 

  
0 1 2 3 4 5 6 7 8 9 

D
oc

um
en

t 

0 0.041 0.012 0.011 0.176 0.072 0.037 0.03 0.173 0.443 0.007 
1 0.12 0.611 0.007 0.029 0.047 0.015 0.077 0.037 0.041 0.015 
2 0.075 0.06 0.00 0.148 0.486 0.00 0.023 0.037 0.159 0.011 
3 0.027 0.029 0.324 0.498 0.013 0.016 0.031 0.011 0.031 0.019 
4 0.115 0.008 0.491 0.039 0.00 0.051 0.058 0.007 0.053 0.177 
5 0 0.663 0.001 0.007 0.007 0.001 0.157 0.001 0.083 0.018 
6 0.025 0.018 0.004 0.004 0.011 0.004 0.067 0.004 0.543 0.323 
7 0.016 0.005 0.005 0.005 0.005 0.005 0.618 0.328 0.005 0.005 
8 0.483 0.051 0.006 0.006 0.097 0.006 0.199 0.028 0.006 0.119 
9 0.086 0.033 0.033 0.007 0.454 0.007 0.125 0.02 0.217 0.02 

 Figure 3: Topic representation for the first 10 documents 



Looking at document 1 (“Donald Trump.txt”), we see the main topic is topic 1 (which contains trump, 
york, and hotel).  Alternatively, it is possible to consider topic 2 (which contains isil, Islamic, syrian, iraq, 
syria) and see that it is mostly representative for document s 3 and 4 (“Salafi Movement.txt” and “Abu 
Bakr al-Baghdadi.txt”).   

LDA is a useful tool to identify underlying topics from texts in a corpus. It can help situate a document in 
a corpus, identify different keywords, and find documents with similar topic proportions which are likely 
to have a related subject matter. An interesting characteristic of LDA is that, for a given document, it can 
help bring forward relevant terms which may not be part of the document.  

It should be noted that LDA requires tuning of parameters: number of topics, number of words per 
topics, and number of iterations (among others) to yield the best results. These will vary depending on 
the nature number of the documents present in the corpus.  

For this work we use LDA to come up with an alternative boosting factor for keywords, i.e., we boost 
terms which have a strong proportion in a representative topic. This can be done quite easily by 
multiplying the topic proportion with the term proportion for a given document.  

𝑔𝑔𝑔𝑔𝑔𝑔𝑠𝑠𝑡𝑡𝐵𝐵𝑛𝑛𝐵𝐵𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡,𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑡𝑡𝑡𝑡𝑑𝑑𝑡𝑡 = 1 + (𝑡𝑡𝑔𝑔𝑡𝑡𝑖𝑖𝑐𝑐𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑡𝑡𝑡𝑡𝑑𝑑𝑡𝑡 ∗ 𝑡𝑡𝑔𝑔𝑛𝑛𝑛𝑛𝑡𝑡𝑑𝑑𝑡𝑡𝑡𝑡𝑑𝑑) 

From our previous example, if a user was to select document 1 (“Donald Trump.txt”) as a relevant 
document, the trump term would receive a boost of 1 + 0.611 (topic 1 for document 1)*0.65625 (trump 
for topic 1) = 1.4.  

 

6. Combined Approach 
Keyword identification and topic modeling can be combined in the following fashion. Following an initial 
search for a particular term, the user needs to select a document of particular interest. For the given 
document, the n terms with the highest TF·IDF score and m terms with highest BoostLDA score are 
retrieved. For each term, a combined boost factor is computed. 

𝐶𝐶𝑔𝑔𝑛𝑛𝐶𝐶𝑖𝑖𝑛𝑛𝑔𝑔𝑑𝑑𝑔𝑔𝑔𝑔𝑔𝑔𝑠𝑠𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡,𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑑𝑡𝑡𝑡𝑡𝑑𝑑𝑡𝑡 = 𝛼𝛼𝑔𝑔𝑔𝑔𝑔𝑔𝑠𝑠𝑡𝑡𝐵𝐵𝑛𝑛𝐵𝐵 + 𝛽𝛽𝑔𝑔𝑔𝑔𝑔𝑔𝑠𝑠𝑡𝑡TFIDF  

Where α+β=1, and BoostTFIDF represent a normalized value based on the TF·IDF score for the given 
document. The resulting term can be used in Solr, along with its combined boost factor as a new query, 
or added to the previous one. The TF·IDF value will provide more weight to the representative terms, 
while the LDA value will put emphasis on words that are representative of a topics, but not necessarily 
present in the selected document. By modifying the α and β values, the user can give more importance 
to the TF·IDF or LDA boost. It should be noted that the reverse approach can be used by having the user 
select irrelevant document, and using the combined boost factor as a negative value.  

 



7. Vector Space Model 
The previous sections proposed a combined approach as way of considering user feedback and context 
using Lucene’s scoring scheme. We will now assess how we can use the vector space model approach to 
enhance our text mining capability.  Vector space model represents documents as vectors, each 
dimension representing a particular term.  The value for a given term can vary, in the context of this 
work, it will be the frequency of the word in a given document. Queries can also be represented as 
vectors in the same fashion. 

This type of representation can be used to perform queries, or to compare documents to one another. 
Considering two vectors: 

𝑣𝑣1 = (𝑤𝑤11,𝑤𝑤12, … ,𝑤𝑤1𝑑𝑑) 

𝑣𝑣2 = (𝑤𝑤21,𝑤𝑤22, … ,𝑤𝑤2𝑑𝑑) 

Where v1, represents a document and v2 represents a document or query. With w ij representing the 
frequency of word i in document/query j. Relevance rankings of documents in a keyword search can be 
calculated by comparing the deviation of angle θ between each document vector. 

 

 Figure 4: Vector space model 

It is possible to compute the similarity between the vectors S (v1, v2) using the inverse function between 
the corresponding vector pairs; when the term assignment for two vectors is identical, the angle θ will 
be 0, producing a maximum similarity measure [8].   

 

8. Handling User Feedback 
Keyword and topic modeling approaches presented before can be used along the vector space model 
approach to handle user feedback. Based on result from an initial query, the user can select a document 
and determine whether it is relevant or not for the current research. The BoostLDA, and BoostTFIDF will 



be computed for each word of the document and added to the query vector. Scaling factors for each 
document can also be specified by the user. 

𝑞𝑞 = (αλ1βτ1 ∗ 𝑤𝑤1,αλ2βτ2 ∗ 𝑤𝑤2, …αλ1βτ𝑑𝑑 ∗ 𝑤𝑤𝑑𝑑) 

Where the user specified scaling factors α+β=1, λ i and τ i are the computed BoostLDA and BoostTFIDF for 
document word i.  

This feedback handling approach can be also be used to perform document recommendation strictly 
based on selected relevant (or irrelevant) documents. Once a relevant document is selected, its weighed 
vector can be directly used for comparison with other documents in the corpus. In practice, this 
provides a ‘more like this’ type functionality. 

 

9. Handling User Context 
Vector comparison can also be used to perform searches based on the context of the user. Let us 
imagine that a user has performed a search with a number of keywords and provided feedback on 
certain relevant/irrelevant found documents. The result would be a complex query taking into account 
specified keywords and feedback, as described in section 8. This query can be associated with the 
context of the user and stored for future use. By context of the user, we mean the combinations of 
submitted keywords, along with a number of words describing the user’s context. The user context 
could describe: a job, role or responsibility; a focus of interest, a region, a person, or group; specificity 
about the current endeavour, or mission. Context can be used at liberty to describe any aspect of the 
user that is likely to have an impact on the nature of the searches to be performed. Using user 
submitted keywords along with context we build a context vector of the following form: 

𝑐𝑐𝑣𝑣 = (α𝑘𝑘𝑤𝑤1,α𝑘𝑘𝑤𝑤2, … ,α𝑘𝑘𝑤𝑤𝑑𝑑,β𝑐𝑐𝑤𝑤1,β𝑐𝑐𝑤𝑤2, … ,β𝑐𝑐𝑤𝑤𝑡𝑡) 

Where α+β=1, allow to give more importance to the user specified keywords (kwn) or to the contextual 
keywords (cwm). Having α set to 1 will return results strictly based on keywords. Β=1 will return 
documents based on context, ignoring submitted keywords. These contextual vectors can be compared 
to one another using the vector space model approach. The user is at liberty of considering the results 
from the complex queries associated with the similar contextual vectors, provide feedback, perform 
topic modeling, or keyword extraction. Once the user has completed a search, the current context 
vector will be stored along with the resulting query vectors. This new context vector/query pair will be 
available for future reuse. 



 

 Figure 5: Handling user context   

It should be noted that in order to work properly, a form of control should be applied on the contextual 
keywords. Contextual factors should be named using a set of pre-determined keywords to reduce the 
risk of similar contexts not being retrieved due to the use of dissimilar keywords. 

10. Global Conceptual Approach 
The concepts presented in the various sections of this paper combine to form a toolbox of alternative 
ways to explore and exploit large sources of textual information, as illustrated in the following figure. 
The first step is to index the available document sources. Initially, the user can perform advanced 
searches (Section 2) to start digging through the corpora. It is then possible to access topics (LDA) and 
keywords (TF-IDF) extracted from the various documents (Sections 4 and 5) and combine them to the 
query (Sections 6 and 7). Then, the user can elect to provide feedback on surveyed returned documents 
in order to refine the results (Section 8). Finally, user context (Section 9) can be used in order to provide 
results that are inspired by previous queries done by users in similar situations.  



 

 Figure 6: Global conceptual approach 

11. Conclusion 
This paper proposes a framework to address the information overload problem in unstructured text. 
Advanced search, keyword extraction and topic modeling approached were presented. A combination of 
these approaches was proposed to provide and enhanced search capability. Vector space model was 
introduced to compare complex document/query vectors to one another. The combination of LDA, TF-
IDF was proposed to build more complex query vectors. A framework combining complex query vectors 
with vectorized user context was detailed. DRDC Valcartier has developed the ¡Truffle! prototype which 
implements concepts described in section 1 to 6. Future work will focus on implementing complex 
vectors and contextual recommendation (section 7 to 9).    
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