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Abstract 
The idea of Maneuver Warfare in Cyberspace as a functional element of Cyberwar is a concept that 
has been around at least since 1997.  However, the state of our ability to react to cyber attacks within 
our warfighting systems has not changed much and practical techniques in Maneuver Cyber-Warfare 
remains largely unexplored. 

Cyberwar as it relates to Command & Control (C2) involves degrading trust commanders have in the 
accuracy and timeliness of C2 related data.  The strategy for attacking the networks and systems, 
through both cyber and kinetic means, is to degrade the ability for the adversary to attain and 
maintain the initiative.  Continued information dominance through shared Situational Awareness 
(SA) resides in the ability to protect and maintain agility in net-centric SA systems. 

Cyber-warfare can be waged in the kinetic space as well.  Post-attack damage can render the force-
multiplying effects of the network-centric C2ISR environment effectively unusable for non-trivial or 
what this paper calls “militarily significant” timeframes until the damage can be rectified.  Today, 
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there is little in place to either prevent damage to the C2 trust model or recover in an “operationally 
expedient” manner – in other words, fast enough for our forces to achieve and maintain the initiative 
post-attack.  

This paper discusses the concepts of maneuver as it relates to cyberspace and provides some 
definitions for concepts that are important but not explicit in military C2 doctrine.  This paper also 
discusses practical and novel operational techniques and technology for allowing our existing and 
future C2 capabilities, both data sources and Situational Awareness systems, to adapt and thrive in a 
worst-case Cyberwar environment by addressing fundamental mechanisms for basic maneuver. 

The paper discusses a protocol for a proposed “service discovery” technology. There is a long and 
rich the history of such discovery protocol technology.  This paper will briefly discuss other similar 
discovery protocols and why the protocol described in this paper is critically different.  This new 
discovery protocol is an open-source implementation prototype called Argo currently being 
developed by the Defense Intelligence Information Enterprise (DI2E) Framework PMO.   The paper 
will also discuss the protocol prototype implementation and various concrete use-cases.   

Background and Summary 
Military conflict has and will continue to include action in the cyberspace domain. Cyberspace action 
will very likely be used effectively in conjunction with kinetic action – this is the real texture of 
Cyberwar.  A primary goal of Cyberwar action other then the obvious strategic goal of warfare is 
specifically to compromise and degrade the Shared Situational Awareness and C2ISR capability of the 
belligerents.  When C2ISR systems are attacked during a full spectrum conflict, how do these systems 
“maneuver” in cyberspace in order to maintain tactical and strategic advantage? 

Executive Summary 

Currently, cyber-attack resiliency scenarios revolve around purely network-borne attacks.  It’s 
unclear what the plan is (by either military, IC, critical infrastructure providers or even commercial 
entities) in a scenario that compromises network-available services with a combination of cyber and 
kinetic attacks.  Current resiliency lies in the standard mitigation techniques for various attacks - 
some of which are not that effective such as for certain amplification attacks and damaging logic-
bomb/botnet attacks.  From what this author has seen, military and IC networks are designed and 
configured in what could be called a “corporate” fashion, meaning that certain network behaviors are 
assumed to be operational (routing, DNS, NTP, etc.) and that recovering from damage to those 
network services would be a relatively slow, laborious process largely assigned to third-party civilian 
contractors - much the way a corporate network might be set up. This is nice, perhaps, for a 
commercial corporation, but not for a war fighting organization. 
 
A coordinated attack in both cyberspace and in the other physical domains would disconnect 
networked systems for a militarily significant amount of time - significant in the fact that operational 
commanders would loose SA and subsequently any initiative.  A determined enemy would exploit 
this lack of SA and initiative with coordinated physical kinetic attacks and then follow those up with 
continued suppressive cyber and kinetic attacks.  This is a known and previously utilized war tactic 
(e.g. Israeli attacks on Syria nuclear site at Dayr az-Zawri, Russian cyber attacks prior to invasion of 
Georgiaii). 
 
Much of this “slowness” to recovery from attacks would come from the tribal knowledge sharing 
about how systems integrate and are configured to operate over the network.  With few exceptions, 
acquiring the IP address (or DNS name) for a particular network resource (server, printer, router, 
etc.) includes the phrase “I’ll ask the sys admin.”  This is a problem.  During 2013, MITRE was 
commissioned to study the interconnected configuration of the existing C2ISR environment in 
Afghanistan.  This study took months.  It included hundreds of interviews and hundreds of individual 
“critical” systems, but only painted a high level picture and had no hope to claim to be comprehensive. 



 
What does “maneuver” mean in cyberspace? 

As nebulous a concept cyberspace is, it’s perhaps best described as “the notional environment in 
which communication over computer networks occurs”iii - or simply, the network itself.  For the 
purposes of this paper, cyberspace is distinct from the systems and applications that live in it.  
Therefore cyberspace is the medium of communication and movement, conceptually similar to other 
physical and spatial domains.  Applications include not only the C2ISR software, but other software 
that is usually misconstrued as being somehow intrinsic to the network itself.  These other 
applications include Domain Name System (DNS) and the Network Time Protocol (NTP).  

In cyberspace, an IP address is the notional equivalent to a geospatial coordinate.  Attacks in 
cyberspace are always performed in the context of an IP address.   This is directly equivalent to the 
concept employing kinetic weapons in the context of a geospatial location.  Both cyber and kinetic 
attacks can be both precision (just one computer) or can affect an area (such as with a denial of 
service attack – which affects all of the clients of the system attacked). 

Further, kinetic attacks can deny service by attacking the computing infrastructure directly (bombing 
the TOC or the data center) or the network transmission medium (bombing network infrastructure 
such as fiber, radio towers, airborne assets and satellites).   Obviously, moving hardware 
infrastructure from harms way is a traditional employment of military maneuver.  

Therefore, maneuver in cyberspace can certainly mean simply picking up and moving the physical 
C2ISR infrastructure and have resilient fundamental networking capability that can survive a kinetic 
onslaught.  This is changing the geospatial location of the C2ISR asset.  However, in cyberspace with 
respect to the systems and applications that live in cyberspace – which is the medium for non-kinetic 
attacks – maneuver is to change the IP address. 

The definition of “maneuver in Cyberspace” and changing the IP address of systems has enormous 
implications and is of primary importance in this paper. 

Offensive and Defensive Cyberspace Maneuver 

Fundamentally, cyberspace maneuver is related to creating and maintaining information dominance 
and military initiative.  This can be done in both an offensive and defensive context.  In each scenario, 
the goal is to manipulate the cyberspace substrate (the network itself) in such a way as to allow the 
application on that substrate to connect and share information.  Effective offensive cyberspace 
maneuver means that systems that are intended to interoperate over the network can rapidly 
integrate.   In conjunction with physical domain maneuver, combat elements can position themselves 
physically and configure C2 systems to achieve a position of advantage.  

Unlike physical domains, one can chop cyberspace up and put it back together again.   This notion has 
a couple of implications.  The first is that cyberspace can be manipulated in ways that physical space 
cannot.  The ability to disassemble and reassemble network can be significantly advantageous where 
subordinate units or coalition units voluntarily or involuntarily disconnect from upper echelon 
networks and mesh networks for SA interoperability and synchronization.  Secondly, it allows a 
fracturing of the SA framework via cyber and kinetic means with a natural path to patching the 
network and reconfiguring and reintegrating the software on that network. 

Currently, all C2ISR systems require a Net-Ready Key Performance Parameter (NR-KPP) as part of its 
acquisition plan and acceptance-testing plan.  Within that NR-KPP, it’s common to find network setup, 
integration and configuration Measures of Performance (MOPs).  Future NR-KPP MOPs should 
consider what the time parameters are for system configuration and integration in relation to mesh 
networking and resiliency from cyber/kinetic attack modes.  Further, it should coordinate that MOP 
with whether integration and configuration requires secondary “admin” personnel rather then just 
the primary C2ISR operators. 



What is a “militarily significant” amount of time? 

From a doctrinal perspective, a “militarily significant” time effect is described as the amount of time 
sufficient for an adversary to seize the initiative and operate inside their opponent’s OODA loop.iv  
This concept is especially important in an asymmetric warfare scenario where one belligerent has a 
significant military advantage, most notably with information dominance, freedom of movement 
(such as air space dominance) and precision weapons.  Joint cyber and kinetic attacks focused on a 
military’s ability to share situational awareness information and coordinate action is the hallmark of 
Cyberwar from the perspective of this paper.   

Cyber attacks will target C2ISR applications as well as the network itself.  These cyber attacks will 
take various forms but are commonly known and understood cyber vulnerabilities that include 
network-borne attacks such as Distributed Denial of Service (DDoS), Man-in-the-middle (MITM), 
amplification, reflection as well as host-borne attacks that include a wide variety of malware such as 
logic-bombs, Trojans, worms, bots, trapdoors and other viruses.  Notably, some of the most serious 
threats unsurprisingly come from rootkits and bootkits, which can render massive damage and cause 
infected hardware to be no longer useable as these infections can sometimes not be removed from 
the hardware’s memory resulting in either reinstalling the operating system or destroying the device 
because the bootkit is embedded in the hardware’s firmware. 

The fundamental idea behind a Cyberwar attack is to disrupt the C2ISR (and support) systems to the 
extent that overall information dominance is degraded to the point where at least parity is reached 
with the information capabilities of the adversary.   The vast majority of any damage to C2ISR 
capabilities can, in fact, be reconstituted.  The question is, “how long will it take to recover from the 
attack?” 

Degradation to the reaction time of commanders, maneuver elements and weapon systems can occur 
simply from malware damage or network disruption to C2 computer systems. The damage can be 
measured by the time is takes repair the damage.   The worst-case scenario is where the commanders 
no longer trust the C2ISR infrastructure even if it seems to be operating correctly.  In any event, a 
successful Cyberwar attack is one that extends the time from attack to reconstitution to be 
considered militarily significant.   

Definition of Cyberwar 

A comprehensive definition of Cyberwar is beyond the scope of this paper.  However, there is little 
comprehensive coverage on the definition of Cyberwar in the growing literature.  Currently, the idea 
of Cyberwar has been more in the realm of Cybercrime – stealing information/espionage (either 
commercial or government sponsored) and other run-of-the-mill crimes such as racketeering and 
ransom (Cyber-ransom is expected to grow in the next few years and make even the nastiest 
phishing attacks look like a happy day in kindergarten).  Cyber attacks relating to terrorist activities 
inhabit a strange middle ground between crime and war for which this paper offers no normative 
clarity. 

There is certainly a copious amount on the topic of Cybersecurity in generally, but I posit that the 
idea of Cyberwar, where it uses some of the machinery of Cybersecurity related activities, is more of 
a military discipline that has it’s roots in the fundamentals of warfare itself.  It should be noted that, 
to the best of this author’s knowledge, there is no normative definition of Cyberwar, legal, military or 
otherwise, from which we can draw normative guidance. 

War, in its purest form, is the imposition of one belligerent’s will over another through violent means.  
In this context, non-violent capitulation is better described as diplomacy.  Surely, there are many 
nuances to the definition most notably described by Clausewitz and Sun Tzu.  Clausewitz famously 
describes total war as nothing but a continuation of political intercourse, with a mixture of other 
means.

v
  Tzu takes a more holistic approach including bloodless path to victory - “The supreme art of 

war is to subdue the enemy without fighting.”  Both philosophies and attendant strategies and tactics 



may, in fact, include cyber attacks that may border on what some would call Cyberwar.  For the 
purposes of this paper, Cyberwar is inextricably embroiled with classical kinetic warfare on the 
battlefield.  Such warfare today is highly dependent on C2ISR systems that are, by their nature, 
vulnerable to both cyber and kinetic attacks.  Regardless of whether the kinetic adversary is of a 
nation-state status, attacks can be launched by any number of asymmetric adversaries including, but 
not limited to “hacktivist” sympathizers and/or insurgent actors.  As such Cyberwar is certainly not 
limited to “legally” acceptable forms, such as those that avoid civilian targets, and one should expect 
and prepare for all out Cyberwar in both the military and civilian contexts should a major future 
conflict arise. 

A primary objective of a military campaign is to degrade and destroy the enemy’s capability for 
making war.  This, of course, means that attacking civilian infrastructure, especially the industrial 
component, is fair game.  Even though the state-related belligerents my well adhere to international 
law regarding cyber attacks as per the Tallin Manualvi, one cannot discount the activities of non-state 
actors such as cyber insurgents or civilian/paramilitary activists.  Because of the inherent 
asymmetric nature of cyber attacks, one cannot remotely have faith in an adversary’s compliance 
with any international laws on warfare – specifically including cyber warfare as per the Tallin Manual. 

Also, when we speak of Cyberwar it’s probably not useful to talk about it only in terms of network-
borne attacks in cyberspace.  The media might like to do this as we recently saw with the Sony 
Pictures compromises that lead to a not-long-lived capitulation of Sony to hold the release of “The 
Interview.”  Part of the reason to resist calling an act like the Sony incident “Cyberwar” is the fact that 
attribution of the attack is difficult or impossible.  To be at war, you need to be at war with someone.   
For the purposes of this paper, Cyberwar is posited to be a conjunction of both kinetic and cyber 
attacks and counter-attacks.  In these cases, attribution is much easier.  Even if you can’t get absolute 
attribution for a cyber attack, it’s likely just as useful to blame the people actually shooting at you.  
Therefore, Cyberwar is a hot war. 

Secure operational networks? 

There is a pervasive feeling of security regarding the secure networks (e.g. SIPR & JWICS).  If there 
are secure operational networks, should one worry about cyber attacks during operations?  
Unfortunately, the answer is an unequivocal “Yes.”  The nature of cyber threats and potential attack 
surface in a complex network with millions of computers is large, diverse and scary.  

The relative gain for a non-peer or quasi-peer adversary is large – they will go out of their way to 
infect operational networks.  Malware infection is likely latent – already installed on operational 
system despite the best effort of malware detection and ICD 503, DCID 6/3 and other security 
protocols.  Profiling and surveillance of target networks and operators (a.k.a. cyber footprinting) is 
likely already done.  It’s also likely that infiltration will be done once the shooting starts to detect the 
network footprint with either pre-installed scanners or installed by enemy or unwitting inside 
operatives.  Phishing attacks and other standard espionage techniques will undoubtedly be employed 
throughout all phases of warfare – not just during peacetime – on operational and classified 
networks as an injection vector for enemy malware.   Likely through emails that look remarkable like 
regular operational emails such as plans, OPORDs, INTSUMs, and the like. 

There have been many critical security flaws recently discovered – flaws that could effectively render 
existing network security mechanisms impotent.  These include Heartbleed, Shellshock, Gotofail and 
POODLE.  These are only the ones we know about.  There are undoubtedly many other unknown (or 
Zero-Day) vulnerabilities that adversaries have discovered that will only be used for maximum effect 
at the most opportune time.  Some of these security flaws are embedded into hardware that is 
pervasive across the operational systems such as BadUSBvii which is truly frightening – the utility of 
using USB drives simply cannot be sacrificed on the alter of security in any near-future warfare 
scenario in this authors opinion. 



If Tactical Operations Centers (TOCs) and other C2 centers screw down security to the point that it 
mitigates all threats, it will severely hamper the agility and speed it needs to be effectively responsive 
and achieve/maintain information dominance and initiative.  There needs to be a balance between 
security prudence and the ability to be resilient and “fight through” a combination of cyber/kinetic 
attacks. 

The danger of “Cloud-based” C2ISR operational assets 

There is a popular trend of pushing mission-oriented systems into what is lovingly referred to as “the 
cloud.”   The idea behind this is to reduce the number of individual systems that need to be 
maintained in the field as well as potentially reducing overall costs by consolidating infrastructure, 
configuration, equipment and personnel.  Also, it might be important to understand how acquisition 
executives think about applications on the cloud.  For many, the idea of “the cloud” can best be 
described as “I don’t know or I don’t care where the computer running my C2 system is.”  This is, of 
course, anathema to an operational field commander and largely explains the “box hugger” syndrome.  
However, during peacetime, it’s easy to be spoiled by the seemingly ubiquitous and flawless access to 
applications across the Internet.  In a Cyberwar scenario, that panacea will end abruptly. 

Centralized capabilities and their access paths create natural targets.  If C2ISR capabilities, either 
applications or the data sources, are located in a remote and centralized “cloud,” then it’s only logical 
that these central resources will be attacked and the network connection to them from fighting units 
will be compromised as a first order action by an enemy peer, non-state or otherwise. 

Resiliency to cyber and kinetic attacks with a cloud architecture would require geographic 
infrastructure diversification with perhaps complex federation strategies and technology.  This 
scenario is also very vulnerable to cyber and kinetic attack to attain military significant effect. 

Network Centric Warfare and the benefits of synchronized and shared SA is only applicable when 
warfighting operators have direct access to the application software (and the hardware on which it 
runs) and the operational data.  The granularity for hardware/software installations depends on the 
needs of the echelon.  It’s likely that some hardware will be resident at each echelon within the order 
of battle, from Division down to at least the Company level and perhaps to the individual troop (as 
could be realized with Nett Warriorviii and the Rifleman radioix).  Concurrently, each granular element 
will require the need for establishing network communications with other granular elements.  This is 
the domain of the Warfighter Information Network-Tactical (WIN-T)x and other programs. 

The ability of the C2ISR ecosystem to successfully weather the various types of attack vectors 
requires the ability to pull itself apart in a granular fashion.  In a military context, the granularity 
probably should reflect the operations order of battle.  The fundamentals for the compute 
infrastructure and the network infrastructure currently exist.  However, in a dynamic environment, 
applications operating in these granular environments will require an equally dynamic mechanism to 
communicate configuration information to enable netcentric connectivity between data sources and 
the applications/operators that need the data. 

Scope of Paper 

The scope of this paper is focused on C2ISR systems and their use in a multi-domain battlefield (air, 
land, sea, space & cyber).  For reasons discussed shortly, it is specifically not limited to just attacks in 
the cyber domain.  However, some of the operational maneuver techniques discussed in later 
sections of the paper are just as applicable to commercial/civilian systems as they are to military and 
intelligence systems. 

There seems to be little overlap or coordination between cyber-warfare resiliency of operational 
battlefield or strategic networks (such as WIN-T and the SATCOM capabilities via the Joint Network 
Node (JNN) and Trojan/Spirit) and the agility of networked SA services (e.g. intelligence sources such 
as DCGS or SA sources such as Combined Information Data Network Exchange (CIDNE)xi, JOCWatch 



and Force XXI Battle Command Brigade and Below (FBCB2)xii Blue Force Tracking).  Just because a 
network can be repaired or established anywhere on the globe does not mean a network cyber attack 
is thwarted.  Many of these network-available SA services will damaged from an attack or move IP 
addresses but assume translation from a DNS.  DNS is not an effective mechanism when attempting 
to dodge cyber attacks. 
 
Attackers routinely maneuver in cyberspace by changing the IP address of the attacking system to 
thwart IP addresses blocking techniques.  If a target system stays in the same place in cyberspace (as 
defined by its IP address) then eventually one or more attacks will succeed and continue to suppress 
the utility of the network-available service.  In a nutshell, if a network service is being attacked, it’s 
best to move out of the way of the attack.  That means changing its IP address.  That’s great - the 
attackers may no longer know how to target the service (attack packets fall into the network black 
hole) but all of the legitimate clients to that service no longer can reach it either.  That’s not much 
help.   
 
A critical solution to this problem is to provide a capability that allows legitimate clients to easily 
discover the IP address of a target C2ISR service.  This discovery technology would allow quick and 
secure maneuvering for network-available services.   This discovery technology would be used to 
allow SA clients and servers to “auto-configure” themselves or be explicitly configured, on the fly, by 
non-technical warrior-operators during the fight.  Further, this discovery technology cannot be 
dependent on any other network service (such as DNS or some central registry).  Further, this 
discovery technology, of course, would not be easily compromised by the enemy.  Even though we 
can be resilient in managing basic connectivity in global strategic and tactical networks, network 
connectivity alone does not engender system integration - configuring clients with the IP addresses 
of remote network-available services engenders system integration. 

Operational Scenarios for Cyberwar Maneuver 
The Operational Scenarios described below make an assumption that cyber warfare will be waged as 
another aspect of classic kinetic warfare. 

In classical maneuver doctrine, a commander wants to create an effective juxtaposition of combined 
arms, joint and/or "coalition” forces.  In highly networked and computerized modern forces, that 
maneuver can be critically dependent on maneuver in cyberspace is well. Cyberspace maneuver can 
be characterized as the movement and position of SA sources and clients for effective coordination of 
military forces. 

During an attack, elements need to adapt and maneuver in cyberspace to mitigate the effects of the 
attack. The desired attack effects will be designed to damage information dominance and allow the 
attacker to take military initiative.  Therefore a successful cyber/kinetic attack in a military 
command and control scenario is designed to reduce the decision-making abilities of the attacked 
command staff and put them into a reactionary posture. 
 
In the cyberspace domain, either defensively or offensively, you need to change IP addresses, change 
or reconfigure networks and/or include “third-party” networks.  This may all be in coordination with 
physical maneuver in one or more of the traditional domains. 
 
A general point regarding the scenarios is where an attack occurring inside the network 
compromises the existing “happy network.”  Superior or subordinate elements may need to 
“reconfigure” their network to cut off the infected area.  This might require units to voluntarily 
disconnect themselves from higher headquarters (HHQ) and other peer or subordinate elements – 
meaning they could pull the plug themselves.  This mitigation of network compromise can be really 
ugly and it could leave other units cut-off.  Network connectivity interruption may be a consequence 
of attacks in other parts of the network for operational preservation of warfighting readiness for 



fielded elements. 
 
There are three types of operational scenario classes that need to be address to handle maneuver in 
cyberspace with C2ISR systems.  Within each class there are a number of scenarios that represent 
that operational scenario class.  There may certainly be more concrete scenarios than listed below. 

Network access attacks 

Network access attacks are cyber attacks that are transmitted across a network or utilize the 
network for the delivery of the attack.  A common example of a network-borne attack is a Distributed 
Denial of Service (DDoS) attack. 

Scenario:  Access to a C2ISR system is degraded or denied via a network-borne attack such as a DDoS, 
spoofing, amplification, reflection or other MITM attack. 

In this scenario, a C2ISR system is attacked from across the network to degrade its ability to 
deliver SA information.  The attacking software, located on other hosts on the network, 
knows the IP address of the target C2ISR system.  Standard mitigation usually includes 
attempting to “black hole” inbound attack traffic, however this is rarely effective as the 
attacker utilized a number of source IPs and will rotate them as necessary in the attack to 
defeat this defense.  

The effective maneuver to mitigate the attack is to change the IP address of the target C2ISR 
system.  This has the intended consequence of rendering inbound attack packets impotent, 
but also disconnects legitimate clients.  Effective cyber maneuver includes the ability for the 
legitimate clients to “discover” the target C2ISR system while not allowing the attacker to 
know the new IP address.  This would obviate the usage of DNS for the purposes of IP 
address resolution.  A robust long-range service discovery protocol with the capability for 
secure IP address transmission is required. 

Scenario:  Access to a C2ISR system is degraded or denied via a kinetic attack on the physical network 
(e.g. the WIN-T JNN, Trojan/SPIRIT, HCLOS) or the network infrastructure (routers, switches, routing 
tables, etc.) 

After a successful kinetic attack on the physical networking infrastructure connecting the 
target C2ISR system to the network, the network needs to be repaired.  This repair may and 
may have no choice but to expose the target C2ISR system in a new network configuration.   
This will effectively disconnect previously configured legitimate clients. 

Mitigating this attack requires the same “discovery” mechanism described in the above 
scenario.  Operators utilizing SA clients (e.g. Command Post of the Future (CPOF), Global 
Command and Control System-Joint (GCCS-J) and Distributed Common Ground Station-Army 
(DCGS-A)) would utilize the discovery protocol and reconnect to the SA sources as fast as 
possible without the need for system administrators to intervene with the usual standard 
operating procedures for configuration and integration of systems. 

Host attacks 

Host attacks are perpetrated on a particular host computer and the damage is usually limited to the 
infected host. These type of attacks are typically perpetrated by the usual sorts of malware such as a 
logic-bomb, Trojan, boot/rootkits, trapdoors or worms.  The damage is usually limited to data; 
however, some particularly malicious malware can actually cause physical damage.  It’s this physical 
damage that is of particular danger to the civilian electrical generation and delivery infrastructure.   

Scenario:  Access to a C2ISR system is degraded or denied (or perhaps physically wiped or destroyed) 
via a host-based attack such or other such malware. 



In the above scenario, the target C2ISR system either needs to be reconstituted (perhaps via 
a backup) or access from legitimate clients rolls over to a “hot backup.”  Perhaps the 
damaged target C2ISR system remains up and running or continues in a compromised state 
(even with some clients connected) as a disinformation strategy regarding C2ISR and SA 
stability. 

As a new host comes online, C2 clients will utilize the discovery protocol to locate and 
integrate the new SA source when it comes online as rapidly as possible. 

Scenario:  Network infrastructure equipment (routers, switches, etc.) is degraded or denied (or 
perhaps physically wiped or destroyed) via a host-based attack such as a logic-bomb, Trojan, work or 
other such malware. 

In the above scenario, the network itself had undergone significant damage from a number 
of possible cyber and kinetic effects.  In this case, the C2 and SA sources and client will likely 
find themselves hosted on other “networks of convenience” meaning that they will be re-
hosted on whatever network happens to be working at all and they’ll mop up the pieces later. 

As these SA sources and C2 clients find themselves moved, the C2 clients will need to 
reconfigure themselves as fast as possible to reconnect with their SA sources.  This 
reconfiguration will occur by utilizing the discovery protocol to deliver the configuration 
information easily to the clients where the only working part of the connectivity ecosystem 
is the network itself – you can‘t necessarily count on any other ancillary components to be 
working as expected. 

Physical Maneuver   

The above two scenarios are more related to classic cyber attack scenarios.  The Physical Maneuver 
scenario speaks more to how maneuver elements will adapt to changing network conditions, 
changing Order of Battle and the inclusion of ad-hoc coalition members such as NATO forces, local 
law enforcement and/or civilian/commercial entities (in both warfare and natural disaster 
scenarios).  The main use-case of this scenario family is where maneuver elements need to self-
organize, as HHQ is no longer available, and create synchronized and shared SA among any other 
remaining maneuver elements. 

Scenario:  A maneuver element, otherwise disconnected from a pervasive network (such as SIPR, 
JWICS, CENTRIX, BICES, etc.), establishes network communications with other maneuver elements in 
an ad-hoc fashion and proceeds to configure their C2ISR systems to synchronize shared SA.  

In this scenario, it is assumed the eventuality of a complete disconnection from a standard 
operational network (e.g. SIPR) has occurred and the maneuver element (e.g. a mechanized 
infantry Battalion) is operating free in the battlespace.  In a cyber battlespace, this element 
will likely want to establish contact with and coordinate with other elements, perhaps ad-
hoc, to achieve mission success.  To enable shared SA, the operational systems of both 
elements will need to become available via an ad-hoc mesh networking link and then 
discover and integrate with each other. 

C2 clients in both elements will discover configuration and integration information via the 
discovery protocol.  The protocol will need to operate with nothing more than the existence 
of the ad-hoc network link and not rely on any other tertiary mechanism.  The operational 
networking requirement is that UDP Multicast traffic of a very particular type must pass 
from one element’s computing infrastructure to the others to facilitate a discovery probe and 
then allow TCP unicast traffic back on well-known ports such as port 80 to facilitate the 
discovery response. 



Scenario:  A maneuver element, either connected or disconnected from a standard operational 
network (such as SIPR or JWICS), establishes network communications with coalition, civilian, 
commercial or other elements and proceeds to configure their C2ISR systems to synchronize shared 
situational awareness. 

This scenario is different to the previous in that there is an expected cross-domain aspect.  
Further, there may be an API and payload impedance mismatch between SA services on each 
side of the cross-domain border.  However, to either gain or maintain military initiative in a 
potentially high operational tempo environment, integration of cross-domain systems need 
to be completed as rapidly as possible. 

The service discovery protocol, as it will be open source, could be easily and quickly be 
installed or adopted (or perhaps already adopted) by the civilian/coalition element.  Either 
party could provide a mechanism to handle API or payload differences could utilize an API 
management gateway or proxy.  This API and payload transformation can be done 
automatically or by specialized system administrators that will create the transformation 
and configure it in the API management gateway.  Once the transformed API is available via 
the gateway, the C2 clients can find the cross-domain SA service via the discovery protocol 
as hosted in the gateway. 

Potential Enemy Target Selection Priority and Attack Sequencing 

Note that the following discourse is speculative, however the technical and operational impact 
should be clear. 

First order targets will include the mechanisms to rapidly reconfigure systems that are affected by 
and attack.  This includes any mechanism for IP address resolution and any mechanisms to control or 
transmit configuration and/or security information.  This includes cyber targets such as DNS, NTP, 
DHCP, LDAP, WINS, and human targets such as System Administrators.  Services such as DNS will 
likely be a fundamentally prime target and, unfortunately, is one of the softer cyber targetsxiii 
meaning that any self-respecting cyber adversary will terminate effective DNS on operational 
networks. 

Second order targets will likely include any centralized or shared services and databases.  This will 
likely include any cloud-based services.   As maneuver elements operate on the battlefield, kinetic 
attacks will target the network and communications infrastructure including WIN-T, Trojan Spirit, 
HCLOS radio and the like.  If there is air superiority parity, expect airborne communications 
platforms to be primary targets. 

As the network links and central services are assaulted in conjunction with kinetic attack volleys, 
various network-borne and host-borne cyber attacks will be launched.  These cyber attacks will 
likely be launched in direct conjunction with kinetic attacks on networks and other military targets.   

Any zero-day attacks or other attacks launched from within the operational networks will likely be 
used judiciously for maximum effect.  These types of attacks are of the “use once” variety and are 
likely not able to be used effectively again.  Certain DDoS attacks can be successfully launched from 
within operational networks due to long-term compromises and the lurking of Advanced Persistent 
Thread (APT) botnets on operational networks. DDoS botnet zombies can be phones, printers, smart 
TVs, routers and other electronics found in the Tactical Operations Center (TOC).  The attack surface 
for deeply embedded botnet zombies is enormous and simply cannot be fully mitigated.  Even though 
DDoS attacks are classically considered phenomenon on the open Internet and launched from 
external, uncontrolled networks, the possibility of botnet attacks that can achieve military 
significance should not be discounted and a mitigation strategy should be employed. 
 
This mitigation strategy includes maneuvering C2 services in cyberspace to fight through the attack.   
The fundamental action of maneuver in cyberspace is to change the IP address of the attacked service.  



If a service is under duress from an effective DDoS or other flood attack, the best mitigation strategy 
is to simply change the IP address – inbound attack packets are no longer hitting the desired target 
and all inbound IP packets to the former location can be “blackholed”xiv to avoid further network 
congestion.   This is a great strategy except for the fact that where the attacker no longer knows 
where the target is, neither do the legitimate clients.  This is an effective disconnection of C2 
capability.  To handle this scenario, a mechanism to communicate network configuration information 
between services and their legitimate clients must exist.  Solutions that include tertiary services such 
as registries and symbolic name translators such as DNS are not useful here – any central or tertiary 
services will be primary cyber targets.  There needs to be a robust mechanism to exchange network 
configuration information where the only thing operating is the bare network connection between 
the server and the legitimate clients.  This is a well-understood problem in the domain of distributed 
computing that is addressed by service discovery protocols.  The ideas and technology behind this 
technique is nothing new. 

Service Discovery Protocol 
A fundamental capability required for enabling the timely transmission of configuration information 
between C2ISR services (e.g. SA source such as track data and significant event databases) and 
consumers.  These services could be web services (e.g. REST, SOAP), database connections, 
SharePoint, messaging systems (e.g. Tibco, MMQT, JMS, AMQP, PASS/DDS, etc.), email and the like.  
Services can be either machine consumable, meaning the service interface is intended to be 
integrated into some remote piece of software, or they can be human consumable, meaning that the 
service is intended to be consumed by a human and the interface is likely a web site rendered in a 
browser.  Any discovery protocols employed need to be both short-range (inside a TOC or local 
network) and long-range (operating across the complete connected network topology).  The later is 
the more difficult of the two requirements.  Current configuration and integration of C2ISR services is 
done in a “corporate” fashion, where a cadre of contractor system administrators and Field Service 
Representatives (FSRs) manually manipulate the systems.  During Cyberwar, if reconfiguration of 
operational systems to adapt to a morphing network topology includes the phrase “call the system 
admins to fix it,” then something has gone horribly wrong. 

A critical requirement for any services discovery protocol useful in Cyberwar is that discovery of 
services by consumers must be possible without the need for a tertiary or intermediary service or 
services.  This disqualifies certain technologies that have been, for some reason, intimately tied with 
the notion of service discovery within the military and IC (e.g. UDDI and DNS).  However, other 
disqualified technologies included the use of gateways and proxies for services as the compromise of 
these intermediary services would cripple the service discovery ecosystem.  Further, these gateways 
would likely require manual configuration to allow them to bridge network boundaries that may be 
quite dynamic in a Cyberwar scenario. 

Other investigators have explored the idea of service discovery protocols previously.   In the context 
explored in this paper there are is notable works by Frank Johnsen and Trude Bloebaum from the 
Norwegian Defence Research Establishment.  Over the last several years there has been excellent 
workxv,xvi investigating the idea of service discovery utilizing the WS-Discovery protocol.  However, 
the use of this protocol in a long-range scenario was dependent on intermediary gateway services.   
Certainly, this is an excellent answer in a network that is not necessarily under cyber attack or has 
the time to reconfigure through manual means with the help of system administrators. The main 
problem of gateways or other such brokers in dynamic networks and moving application topologies 
is the fact that such intermediaries need a priori configuration, manual configuration or a 
fundamental long-range discovery protocol based on the network itself.    All that being said, these 
investigators and their work seem to be lone voices in an area where there seems to be clear 
operational needs.  Further, it seems curious that the NATO community has been exploring this 
technology where the US military and Intelligence Community has been actively engaged but has 



failed in the realization of run-time service discovery and has yet to have actively investigated such 
well-known distributed computing concepts. 

Brief Technology survey 

Service discovery protocols have been around for decades.   Pervasive computing technology, 
recently reinvigorate with the marketing term “The Internet of Things” has helped elevate the 
concepts of dynamic and automatic remote service configuration. 

There are dozens of ostensibly general-purpose service discovery protocols.  There are a significantly 
larger number of other application or system specific discovery protocols that exist.  On any local 
network you are sure to find at least 5 discovery protocols running at any given time due to the usual 
set of devices that are connected to that network.  The main cast of discovery protocols includes 
Multicast DNS (a.k.a. mDNS, DNS-Service Discovery, Apple Bonjour and AirPrint), UPnP SSDP (Simple 
Service Discovery Protocol), WS-Discovery, AllJoyn, etc.  All existing protocols are short range and 
are designed to only work in link-local networks.   Further, existing protocols either did not exhibit 
desired network messaging behavior and all have little to no security. 

After investigating a large number of potential standard or quasi-standard protocols (such as 
AllJoyn) it was determined that a new protocol needed to be investigated and developed that was 
effective for long-range discovery without the use of intermediation services such as proxies or 
gateways (as proxies and gateways will likely require some manual configuration to operate 
effectively – this defeats the desired effects of the long-range protocol).  The two standard protocols 
that stood out as potentials for adoption were Multicast DNS (mDNS or DNS-Service Discovery) and 
WS-Discovery.  It is beyond the scope of this particular paper to discuss the full details of the protocol 
analysis, however it was clear that what we were looking for was a combination of mDNS and WS-
Discovery - a protocol and payload simplicity of mDNS with the Multicast-Request and Unicast Reply 
messaging paradigm of WS-Discovery.  WS-Discovery, from a technical perspective was a promising 
target standard, but its implementation profile and payload inflexibility (specifically its use of SOAP 
only) was a problem.  DNS-Service Discovery has a very simple protocol, but its use of a Multicast-
Request and a Multicast-Reply was not suitable for a long-range protocol. 

General Characteristics for a Long-Range Service Discovery Protocol 

The following is a list of the general characteristics of a simple long-range discovery protocol that 
would be effective for sharing of service configuration information to enable operational cyber 
maneuver.  

 Multicast UDP Request and Unicast TCP Reply messaging paradigm 

 This messaging paradigm provides for a wide probe distribution while providing a very 

targeted response vector.  This is critical for managing overall network bandwidth of the 

protocol. 

 There are many protocols that use this paradigm.  However, most of those protocols are 

application specific and not general purpose enough to provide utility for the wide range of 

applications and services on a modern military network. 

 In a long-range multicast protocol, gateways and proxies should be avoided and the 

capabilities of the network routing should be employed to ensure traversal of the multicast 

UDP packets across network boundaries.  This can be accomplished with a consistently 

employed multicast plan. 

 Stupid simple 

 The protocol needs to be as simple as possible.  It needs to convey the absolute minimum 

number of schema elements but also remain flexible to handle any service contract that it 

might encounter. 

 Slow 



 The slowness of a discovery protocol speaks how an application uses it as well as how long it 

takes probe replies to return.  Applications should only use the protocol sparingly – perhaps 

only once during its runtime phase – and should not expect or generate constant protocol 

traffic.  The protocol should only be used when necessary and thus control network 

bandwidth utilization.  

 Long-range discovery protocols cannot rely on speed and/or particular request-reply 

timeframes.  An acceptable protocol should easily handle response times from milliseconds 

to never.  Therefore an implied requirement of probe senders is a reply listener that 

operates asynchronously from any probe thread. 

 Long-range discovery protocols should not rely on or require announcement protocols 

(hello/goodbye messages).  An announcement protocol is not reasonably useful (but 

technically possible) outside of a link-local network. 

 Unreliable 

 Any protocol that will operate in a network that will be under attack and operating in a self-

organizing or mesh topology will need to be unreliable by design.  Protocol probes may 

never return with a reply.  Protocol responders may never receive a sent probe for a number 

of reasons.  That should be well understood by the applications utilizing the protocol. 

 Further, the network needs to be protected from probe floods either by legitimate clients or 

by nefarious attacking mechanisms.  As part of a multicast plan implemented by all routing 

and gateway network appliances, traffic on the well-known multicast group address should 

be limited in such a way as to simply drop overflow packets and not flood the network. 

 Small payload - Low bandwidth 

 The main bandwidth requirement (and other network level configuration requirements) will 

come from the multicast probe.  This probe should be exceedingly small.  It should, if 

possible, remain under the smallest maximum transmission unit (MTU) of any network 

component.  By specificationxvii the smallest MTU is 576 bytes on any given IPv4 network. 

 Securable 

 Discovery protocols primarily will transmit IP addresses and other remote service 

configuration information.  This is exactly the kind of information attackers need to attack 

services on the network.   It might be a good idea to protect this information as it is 

transmitted in protocol payloads. 

 Protocol payloads will need to be able to be protected from interception, snooping, 

misrepresentation and amplifying retransmission.  This would require optional encryption 

of at least the reply payloads and perhaps the probe payloads as well. 

 Easy to implement or adopt 

 An adopter of the protocol should not necessarily need to download an existing 

implementation.  The protocol should be simple enough for an adopter, with average 

programming skills, to implement and operationalize the protocol. 

 If an adopter wants to take advantage of the protocol, there should be downloadable 

components that allow the adopter to participate in the operational service discovery 

ecosystem with no code changes to any existing application. 

 Multiple common wire-line formats (XML, JSON, etc.) 

 The protocol needs to deal with multiple commonly consumable wire-line payload formats.  

Not all clients are capable of parsing XML and a clear client target for any discovery protocol 

is web browser – browsers natively deal with JSON. 

DI2E Argo 



The Defense Intelligence Information Enterprise (DI2E), under the auspices of the US DoD Under 
Secretary of Defense for Intelligence (OUSDI) has created a prototype runtime discovery protocol 
called Argo based on the general characteristics of a simple long-range discovery protocol listed 
above.  The Argo project is an open source project that is targeted for public release and 
collaboration in the near future. 

It has been clear for some time that various efforts to create a centralized Service-Oriented 
Architecture (SOA) registry have not attained either enough momentum or technical buy-in from the 
C2ISR Programs of Record (PoRs) to be considered successful.  A canonical representative of these 
central registries is the the Netcentric Enterprise Services-Foundation (NCES-F) UDDI registry from 
The Defense Information Services Agency (DISA).  An attempt was made to resurrect this failure in 
the form of the Data Services Environment (DSE); but the DSE’s future is very uncertain and its 
adoption is weak at best.  Either way, its effectiveness in a Cyberwar environment is likely moot as 
central services will be a primary target for attackers and DSE will likely be rendered ineffective very 
quickly. 

The following is a high-level requirements set for Argo: 

Operational Requirements for protocol: 

– MUST convey configuration information to enable clients to connect to services in a generic way 
(one that can be used by all potential services) 

– MUST adhere to the “2 Node” use-case – cannot use a tertiary services such as a registry or other 
services such as DNS - The network itself is the registry 

– MUST not cause harm to the network – efficient layer 2 network protocol usage 

– MUST not conflict with other Service Discovery mechanisms 

– SHOULD be complimentary to other Service Discovery mechanisms 

– MUST be able to support discovery across the entire reachable network - should not be 
artificially limited to the local network 

– MUST NOT require modifications to application software to take advantage of the discovery 
capabilities 

 

Argo Component Anatomy 

There are three main components in the 
Argo Protocol.  The Probe Generator (1) 
that is likely embedded in a service client 
application. The Responder (2) which may 
be a daemon on a host or embedded in 
some service container (e.g. OSGi).  The 
Response Listener (3) which, by protocol 
should listen asynchronously to replies 
from client probes.  These components 
provide the fundamental protocol 
components, however, there are no 
prescribed protocol requirements on the 
implementation of the client or the 
response listener.  The Responder has 
prescribed normative behavior. 

 

Protocol - Probe 



The Argo protocol is a multicast request (or probe) and a unicast response.  Client will send a UDP 
Multicast request packet called a probe.  The notion of a probe is consistent with other similar 
protocols such as WS-Discovery.  The probe should attempt to fit under the 576 byte IPv4 limit 
minimum datagram packet size, therefore the probe wire-line format is fairly terse.  Currently, a 
probe can be in XML.  The format is shown below: 

 

An Argo probe has two attributes that include the contractID, which is effectively the version 

number of the Argo protocol specification, and the probeID, which is some unique ID (e.g. UUID) for 

each probe payload sent. 

The operative part of the payload for a probe includes the respondTo address, which is the address 
where a protocol responder will send the TCP Unicast response.  The pattern used is a REST pattern 
where the HTTP operation is POST.  There is no other requirement of response receivers.  The 
payload also contains the responsePayloadType, which will be either XML or JSON.  This tells the 
responder what type of response payload is desired. 

The probe may contain zero or more serviceContractIDs.  A probe with zero 

serviceContractIDs is semantically equivalent to a “probe for all services” which is useful for 
service SA browser on a subnet where the probe scope is controlled by the UDP packet “time to live” 
(TTL).  However, a responder is not necessarily required to respond to such probes.  Further, the 
“probe for all services across the entire reachable network” can be a heavyweight request 
considering that Argo is a long-range protocol with potentially thousands of service instances 
responses that it might receive. 

The idea is that a service client will send out a probe for a small number of services for which it has 
been built to be interoperable with (e.g. some REST/SOAP service, a database connection or a 
messaging service).  A reasonable number serviceContractIDs could be perhaps 1 to 4 – if your 
client needs to discover services for a couple dozen contracts, you might want to revisit your system 
design. The specification of the serviceContractID is a part of the Design-time Service Discovery 
ecosystem governance where a particular service protocol definition (perhaps including artifacts) is 
registered into a well-known location for use by client and server developers at design-time.  The 

Design-time ecosystem governance and format of the serviceContractIDs, which is a global 
unique string (e.g. UUID), is beyond the scope of this paper. 

Protocol – Response 

An Argo service response is a very simple and general-purpose mechanism to communicate remote 
service configuration information to service clients.  It’s expected that a client will use that 
configuration information to automatically configure itself with the appropriate parameters without 
the use or support of a system administrator or other tertiary support staff. 

<?xml version="1.0" encoding="UTF-8"?> 

<probe 

 id="urn:uuid:7ea60f23-7072-4113-aff8-194f906d83d1" 

 contractID="urn:uuid:55f1fecc-bfed-4be0-926b-b36a138a9943" > 

 

<respondTo>http://7.7.7.12:8181/services/probeResponse</respondTo> 

<respondToPayloadType>XML or JSON</respondToPayloadType> 

<serviceContractID>uuid:03d55093-a954-4667-b682-8116c417925d</serviceContractID> 

  

</probe> 



XML Response Payload Format 

 

JSON Response Payload Format 

 

The response payload has a unique identifier for the specific response and the corresponding 
probeID for which the response was generated.  This is useful for various correlation checks in a 
client as well as one mechanism to help safeguard against MITM and replay attacks. 

The response protocol has two classes of values: the operative configuration values and human 
consumable descriptive values.  The human consumable descriptive values are nice to have but not 
prescriptive in the protocol.  There are only 4 operative configuration values in the payload.  They 
are the ipAddress, port, url and data.  The values of which should be generally obvious.  
However, not all of the values are necessarily always prescriptive.  The actual values in the payload 
and any formats of those values are a function of the service contract, not the Argo protocol.  For 
example, if the Argo response was providing configuration for a database connection, perhaps only 
the ipAddress and port would be used and the url would be blank.  Conversely, if the response 

was providing configuration for a REST API, the ipAddress and port could be blank and the url 

would have a value (as a URL typically has an IP address and port).  Also, the data value is 
completely free form and is wholly dependent on the service contract being communicated.   

<?xml version="1.0" encoding="UTF-8"?> 

 <services 

  responseID=”the unique response ID” 

  probeID=”the probeID that instigated this response”> 

 

  <service 

   id="the unique ID of the service instance” 

   contractID="the contract ID that will match the probe"> 

    <ipAddress>Some IP Address</ipAddress> 

    <port>some port</port> 

    <url>some URL to a REST/SOAP or other access location</url> 

    <description>The human readable description</description> 

    <serviceName>The human readable short name of the service</serviceName> 

    <contractDescription>human readable desc of the contract</contractDescription> 

    <data><![CDATA[This is some CDATA text]]></data> 

    <ttl>expected valid lifetime of this response</ttl> 

    <consumability>HUMAN_CONSUMABLE or MACHINE_CONSUMABLE </consumability> 

  </service> 

   

  … more service … 

 

 </services> 

{ 

 "responseID": "the unique response ID", 

 "probeID": "the probeID that instigated this response", 

 "responses": [ 

  { 

   "id": "the unique ID of the service instance", 

   "serviceContractID": "the contract ID that will match the probe" 

   "ipAddress": "Some IP Address", 

   "port": "Some port", 

   "url": "some URL to a REST/SOAP or other access location", 

   "data": "This is some CDATA text", 

   "ttl": expected valid lifetime of this response, 

   "contractDescription": "human readable desc of the contract", 

   "serviceName": "The human readable short name of the service", 

   “description": "The human readable description of the service instance", 

   "consumability": "HUMAN_CONSUMABLE or MACHINE_CONSUMABLE " 

  }, 

   

  … more services … 

 ] 

} 



Each response can contain one or more service value sets.  The response is sent via TCP Unicast and 
is capable of being sent via SSL/TLS and/or encrypted.  Further, the size of the response is not 
limited, per se, to any network-level packet size limit.  The data value could be arbitrarily large to 

communicate complex or verbose configuration information back to the client. 

No Negative Responses and No Announcement (Hello/Goodbye) Protocol  

The Argo protocol normatively does not allow any negative response.  Also, there is no 
announcement protocol associated with it.  A long-range discovery protocol cannot add this burden 
to the network and its expected that all such protocol sources would broadcast such traffic across the 
entire reachable network.  This is a main reason to depart from other discovery protocols that are 
designed to operate in local area network such as mDNS, SSDP and WS-Discovery.  However, Argo is 
not mutually exclusive with other discovery protocols.  There is no reason why an application or 
system couldn’t use both Argo and mDNS (Bonjour) for other zeroconf purposes.xviii 

MACHINE_CONSUMABLE and HUMAN_CONSUMABLE 

The idea behind this value is twofold.  Of course, a primary function of the discovery protocol is to 
locate machine (client software) consumable services such as REST/SOAP and the like.  However, it is 
also a cue to services discovery browsers to provide a clickable hyperlink anchor tag to URLs in 
HUMAN_CONSUMABLE service responses.  There is no reason why the discovery protocol cannot 
provide a mechanism to discover links to web sites and other human consumable content. 

Implementation use-cases 

DI2E Framework Reference Implementation (RI) 

The Argo discovery protocol is used in the DI2E RI.   The DI2E Framework Reference Implementation 
is a demonstration environment and proving ground for DI2E Clearinghouse evaluated software.  As 
software works through the DI2E clearinghouse processes, the RI is the environment for the 
demonstration and testing of interoperability, security, and compliance when coupled with at least 
one (1) other independently developed asset, service or data source. 

Argo is used in this environment to provide service Situational Awareness where a user can browse 
and see all of the discoverable services available in the RI.  The RI hosts a wide variety of software 
including DDF, DCGS-A, OWF, various SA maps and widgets, map servers, KML feed widgets, Content 
Discovery & Retrieval (CDR) intelligence source, CDR search widgets and results viewer widgets.  For 
more information go to https://intellipedia.intelink.gov/wiki/DI2E_Framework. 

DCGS/DDF auto-federation 

The Distributed Common Ground Station a family of systems that represent an intelligence 
component that gathers intelligence spanning all echelons from space to mud.  DCGS enables decision 
makers by gathering, analyzing and sharing intelligence information into a common systemxix.  It 
deploys into the battlefield as a software platform at the division and brigade echelons and serves as 
the Intelligence Common Operating Picture (COP) for the warfighting elements.  DCGS, as enabled by 
DDF, can federate with other instances deployed with other divisions or brigades to allow for 
intelligence operators to query a larger corpus of data to acquire a clearer and more robust picture of 
the battlefield.  DCGS has an architectural basis on the open source Distributed Data Framework 
(DDF) foundation which abstracts services and business logic from the underlying data structures to 
enable rapid integration of new data sources.xx   

This federation of DCGS/DDF instances currently requires each node to register itself with a central 
specialized registry.  This DCGS federation registry is application specific and not meant to be general 
purpose.   DCGS/DDF federation instances can draw configuration information from this central 
registry or administrative support staff can manually configure each instance.  The Argo protocol was 



introduced to discover and auto-federate DCGS/DDF instances.  Implemented as OSGi bundles, the 
DCGS/DDF specific Argo protocol implementation would probe the network for other DDF instances 
that would respond to the Argo protocol.  If particular DCGS/DDF instance received a probe, it would 
respond with its configuration information.    The federation strategy and technology does not 
require any manual configuration or prior coordination of DCGS/DDF instances.  As soon as a 
DCGS/DDF instance launches it can find and federate with any and all other network reachable 
DCGS/DDF instances.  Further, other applications interested in DCGS/DDF can simply probe the 
network and the DCGS/DDF will respond to these remote client applications. 

DCGS CDR Service Discovery 

The DCGS family of systems utilizes a standard API for searching for and retrieving intelligence data 
from across distributed DCGS nodes.  This standard API is called the Content Discovery & Retrieval 
(CDR) API.  However, each particular instance of DCGS may or may not contain relevant data for 
which an analyst may be searching.  Simply searching over all of the DCGS nodes in the reachable 
network is not a reasonable approach as the analyst would prefer a more targeted results set 
returned by limiting the search to nodes with a corpus of data that is more likely to yield relevant 
results.  This is not a trivial task.  Therefore, the CDR API specification defines a ”describe” service 
that will return deeply descriptive metadata regarding the corpus of data a particular DCGS node 
contains, such as the geographic and temporal bounds of the data and the general subject area of the 
intelligence reports.  

Next generation DCGS prototypes are utilizing the Argo discovery protocol to manage how DCGS CDR 
data sources are discovered and how complex data corpus metadata description payloads are 
harvested from the network and made available for complex processing in a CDR metadata 
description repository knows at the CDR Catalog.  This CDR Catalog is a centralized and specialized 
registry, however, because of the specialized nature of queries to this catalog, a tertiary service is 
best suited for this application.  However, even though CDR clients may use this centralized to find an 
operative set of remote CDR services, it is not confused with the fundamental notion of service 
discovery.  These next generation DCGS prototypes are seamlessly combining Argo with the CDR 
Catalog to demonstrate an elegant solution to a very difficult problem. 

The CDR Catalog needs to know the URL for the “describe” service for each CDR data source.  
Traditionally, performing a manual registration of the data source in a central registry would 
accomplish this.  The CDR Catalog could use this registry to execute remote service calls to acquire 
the description payload.  This is a common model realized by registries such as UDDI and Netflix 
Eureka.xxi  Conversely, a CDR service could manually be configured with the location of the central 
CDR Catalog and push the description payload to the central repository.  Either way, instead of 
requiring a manual configuration or registration event, the system will use the Argo protocol to 
discover CDR data sources and/or the central CDR Catalog.  This removes any manual configuration 
or reliance on a tertiary symbolic address translation service.  Further, any disruption to the CDR 
Catalog can be compensated for by having the CDR search clients discover any available CDR data 
sources directly.  However, the loss of the CDR Catalog would mean the loss of functionality that 
would help analysts narrow down the list of all CDR data sources to just those that would more likely 
yield useful results.  But that is a far better situation than to have the CDR search clients become 
impotent if the CDR Catalog becomes disabled. 

Conclusion 
It’s not so much that we can recovery from a cyber attack at all.  The critical factor is how fast can we 
do it.  Cyber warfare will attack the nature of an information dominant adversary.  Not only can 
critical Situational Awareness (SA) capabilities be disrupted, but also they must be disrupted enough 
so that an enemy can take advantage of that interruption of information dominance.  That critical 
timeframe is what this paper refers to as a “militarily significant amount of time.”  Cyber effects from 
a peer nation-state or asymmetric adversary will focus on damaging information flow and processing 



that will be useful for them to achieve and perhaps maintain military initiative. Operational 
maneuver warfare in cyberspace, from the perspective of an information dominant combatant deals 
with the practical options to defend, defeat and rapidly recover from cyber-attacks inside operational 
networks, maintain SA synchronization and operate decisively to disrupt the SA coordination of the 
enemy.  

The existing attack surface of hardware and software is simply too vast to ensure that it can be 
completely secure from cyber attacks even in closed networks such as SIPRNet.xxii  This is the fallacy 
of the Maginot Line.xxiii The plain fact of the matter is that military elements will have to fight through 
cyber attacks in coordinated conjunction with traditional kinetic warfare.  The fundamental principle 
for maneuver in cyberspace is the movement of IP addresses and the discoverability and reachability 
of C2ISR systems and SA data sources across a dynamic network.  Independent operations of 
relatively small operational elements (at least the Company echelon and perhaps to the individual 
war fighter) and especially maneuver elements in the battlefield, will need to be adept at handling 
and adapting to cyber attack effects by moving their C2ISR assets around in cyberspace to confuse, 
confound and recover from enemy attacks. 

The power of coordinating Situational Awareness data among independently operating maneuver 
elements in the battlefield is critically dependent on not only an operational network, but also the 
effective integration and configuration of the C2ISR system and SA data sources.  This integration and 
configuration of the C2ISR system is currently a slow and laborious process that is heavily dependent 
on civilian contractors.  A long-distance service discovery protocol can dramatically increase the 
speed and agility of operators in the field to reconfigure and reconstitute operational information 
dominance by reconnecting C2ISR system with other C2ISR systems and SA data sources that are 
maneuvering in cyberspace.  This can dramatically decrease the time it takes to recover from and 
adapt to the effects of cyber warfare. 
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